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Abstract 

 
This study is centered on the sources of machine learning bias in the prediction of students’ grades. 

The dataset comprises 29,788 Portuguese high school teacher final grades corresponding to 10,364 public 

high school students’ academic paths (from the 10th to the 11th grades). We use an artificial neural network 

to perform the tasks. In the experimental phase, we undertake a bias and variance decomposition when 
predicting the 11th year students’ grades. Two different implementations are used, a critical implementation 

that comprises only academic achievement critical factors and a lagged implementation where the 

preceding teacher grade is appended. The critical implementation has a higher machine learning bias, 
notwithstanding the higher critical factors’ contribution. The lagged implementation, on the other hand, 

has a smaller bias, but a smaller critical factors’ contribution. It is possible for a machine learning model 

to have a reduced bias and simultaneously a little critical factors’ contribution, simply by accessing 
information about the historical value of the target variable. The education stakeholders should therefore 

be aware of the critical quality of the model in use. In defining policies and choosing the variables to 

influence, predictive models with low biases and built upon the critical factors information are 

indispensable. A machine learning model based on the critical factors produces more consistent estimates 
of their effects on AA. They are therefore suitable models to assist in policymaking. On the other hand, if 

the goal is to obtain a simple set of predictions, the use of target variable historical values is appropriate. 

 
Keywords: Bias and variance decomposition, education policy, academic achievement 

 

 

1 Introduction 

 

Given the augmented predictive accuracy of machine learning algorithms, their extensive use in 

the prediction of students’ academic achievement (AA) was just a matter of opportunity. However, some 
risks are emerging. The main motivation of this study is to analyze the sources of machine learning bias 

that can appear when predicting students’ grades. Without contributing to any underestimation of the ethical 

implications of an algorithm affecting a person’s life (Rességuier and Rodrigues, 2020), the failure of some 
recent implementations purposely developed to assign student grades highlights its prevailing relevance. 

We can point the 2020 final exam of the International Baccalaureate, an international educational institution 

with headquarters in Geneve, a revealing case (Broussard, 2020). As the SARS-Cov-2 pandemic unfolded, 

the institution decided to cancel out the final exam and to use a predictive model instead to evaluate the 
students’ AA. Despite the implementation being based on historical learning assignments and on the 

teacher’s opinion about the likely grade, the algorithm ended up disappointing by far. Thus, we decided to 

undertake a thorough analysis of the machine learning bias and variance decomposition latent in any 
implementation that aims at anticipating student grades and highlight any hypothetical particularity it 

conveys. We used an artificial neural network (ANN) and focused on predicting the final teacher grades of 

the 11th Portuguese high school grade year. The conclusions are drawn from the simultaneous analysis of 
two different implementations, a critical implementation that comprises only AA critical factors predictive 

variables and a lagged implementation where the preceding grade is appended to the input space. 



Papers of 6th Canadian International Conference on Advances in Education, Teaching & Technology 2022                        

(978-1-988652-51-1) 

55 
 

2 Bias and variance decomposition 

 

We closely follow Mehta et al. (Mehta et al., 2019) bias and variance decomposition. 

Consider the following mathematical expression: 

𝒚 = 𝑭(𝑿; 𝜽) + 𝜺        (𝟏) 

 

Where the function 𝑭 has a vector of parameters 𝜽 and transforms, with a stochastic perturbation 𝜺, the 

vector 𝑿 of independent variables into the continuous target variable 𝒚. 
 

Moreover, let us consider a statistical learning model to search for 𝑭 whose cost function is the square error. 

Given a random dataset 𝑫𝑵 = (𝑿, 𝒚), where 𝑵 represents its cardinality, retrieved from the population, the 

cost function 𝑪 and the optimization problem come respectively as: 
 

𝑪(𝒚, 𝑭(𝑿; 𝜽)) = ∑(𝒚𝒊 − 𝑭(𝑿𝒊; 𝜽))𝟐

𝒊

        (𝟐) 

�̂�𝑫𝑵 = 𝒂𝒓𝒈𝒎𝒊𝒏[𝜽, 𝑪(𝒚, 𝑭(𝑿; 𝜽))]       (𝟑) 

 

The cost function value and the �̂�𝑫𝑵 vector depends on the actual training dataset 𝑫𝒋
𝑵 = (𝒚𝒋 , 𝑿𝒋). If we 

draw 𝒏 different datasets from the population, we learn 𝒏 different �̂�𝑫𝑵 vectors and the cost function 

expected value of predicting unseen data can be decomposed as follows: 

 

𝑬𝑫,𝜺 {𝑪 (𝒚, 𝑭(𝑿; �̂�𝑫𝑵))}

= ∑(𝑭(𝑿𝒊; 𝜽) − 𝑬𝑫{𝑭(𝑿𝒊; �̂�𝑫𝑵)})
𝟐

𝒊

+ ∑ 𝑬𝑫

𝒊

{(𝑭(𝑿𝒊; �̂�𝑫𝑵) − 𝑬𝑫{𝑭(𝑿𝒊; �̂�𝑫𝑵)})
𝟐

}

+ ∑ 𝑬𝜺

𝒊

{(𝒚𝒊 − 𝑭(𝑿𝒊; 𝜽))
𝟐

}        (𝟒) 

𝑬𝑫,𝜺 {𝑪 (𝒚, 𝑭(𝑿; �̂�𝑫𝑵))} = 𝑩𝒊𝒂𝒔𝟐 + 𝑽𝒂𝒓𝒊𝒂𝒏𝒄𝒆 + 𝑵. 𝝈𝟐
𝜺        (𝟓) 

 

The expected value of the cost function 𝑬𝑫,𝜺 {𝑪 (𝒚, 𝑭(𝑿; �̂�𝑫𝑵))} depends on the dataset that is drawn (𝑫) 

and on the irreducible variance (𝜺). The model expected value 𝑬𝑫{𝑭(𝑿𝒊; �̂�𝑫𝑵)} depends on the dataset that 

is drawn. Finally, the expected value of the error term, 𝑬𝜺{𝒚𝒊 − 𝑭(𝑿𝒊; 𝜽)}, depends only on the irreducible 
variance. 

 

The bias and the irreducible variance, respectively the first term and the third term of the equations (4) and 

(5), are not empirically separable as the true function 𝑭(𝑿𝒊; 𝜽) is unknown. 
 

In the literature, there is a multitude of methods for computing the bias and variance decomposition. 

Normally, they follow similar steps. First, k training datasets of size m are drawn from a source dataset D, 
and a test dataset of size t is put aside. Second, for each training dataset, a model is learned and the prediction 

of the test dataset is produced. Finally, the bias and variance decomposition is computed from the test 

dataset estimates’ matrix whose dimension is (t x k). The distinction between them resides in how each step 

is undertaken. Kong and Dietterich (1995) put aside a large test dataset whose samples were located on 
blurred regions in terms of classification and drew the training datasets uniformly with replacement. Kohavi 

and Wolpert (1996) decided to randomly select the test dataset and apply to the remaining half of the 

samples a bootstrap (Efron and Tibshirani, 1993) to generate the training datasets. Domingos (2000) 
followed a similar approach, but he decided to assign only one-third of the samples to the test dataset. Bauer 

and Kohavi (1999) applied the methodology of Domingos (2000) three times and compute the bias and 
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variance from the three prediction rounds. Unlike Kohavi and Wolpert (1996) and Domingos (2000) that 
assumed a null irreducible variance, James (2003) gathered the three closest input vectors in subsets, took 

their most common class, and computed the irreducible variance as the within set variability. Next, he 

applied a bootstrap to generate 50 training datasets, fitted the models to each of them, and calculated the 

most common class per sample. Subsequently, he carried out a five-fold cross-validation procedure and 
predicted each test dataset.  

 

Finally, these predictions, the estimated irreducible variance, and the most common class per 
sample estimates were used to decompose the generalization error into bias, variance, and noise. For 

synthetic data, Valentini and Dietterich (2002) assigned 10.000 samples to test and generated a large 

number of training datasets with 100 samples each. For real data, they assigned half of the samples to test 
and, from the remaining, they generate 200 training datasets with 100 samples each that were drawn 

uniformly with replacement. In another study, the same Valentini and Dietterich (2003) used a bootstrap to 

generate 200 training datasets and the hold-out samples of each drawing were used as test datasets. Webb 

(2000) ran a three-fold cross-validation procedure ten times. He gathered the ten test predictions produced 
for each sample and computed from there the bias and variance decomposition. He presupposed that the 

irreducible variance was null. Bouckaert (2008) studied a set of different experimental methodologies for 

the bias and variance decomposition. In the final, he argued for the ten-fold version of the cross-validation 
sampling method, a threshold of 100 samples for each fold, and a threshold of 2.000 samples for the test 

dataset. 

 
In our study, we closely followed the methodology proposed by Kohavi and Wolpert (1996). We 

believe this methodology represents a reasonable option taking-into-account the dimensionality of the 

dataset considered in this study. 

 

3 Methodology 

 

In the variable selection phase, the multilinear Lasso regression model (Tibshirani, 1997) was 

applied to set aside the variables with null 𝜷�̂�, considered to be of little significance for the explanation and 

prediction of the Portuguese language grades. In this procedure, the regularization term (𝒕) was optimized 

through a four-fold cross-validation grid search (Hastie et al., 2008; Mohri et al., 2018). The chosen (𝒕) 
corresponds to the MAE immediately below the minimum MAE plus its standard deviation. The 10th grade 

dataset and the baseline implementation were used for this purpose. The learning algorithm employed to 

predict the students' grades was an artificial neural network (Haykin, 2009). The tuning phase of the 
architecture and hyperparameters of the neural network was based on a four-fold cross validation (Hastie 

et al., 2008; Mohri et al., 2018) random grid search (Bergstra et al., 2011; Bergstra and Bengio, 2012) from 

a purpose-built search space. The topology and hyperparameters chosen corresponded to the lowest MSE 
found. This phase was also based on the 10th grade dataset and the baseline implementation. 

 

The dataset used in the bias and variance decomposition corresponds to the Portuguese language 

11th grade and was divided into 70% for learning and 30% for testing. The training set was standardized, 
and the same transformation was applied to the test dataset. The decomposition of the MSE into bias and 

variance was achieved through a bootstrap (Efron and Tibshirani, 1993) for each implementation. It 

consisted of 200 samples and models generating 200 predictions of the test set. The model variance estimate 
coincides with the variance of the predictions, and the bias estimate is equal to the difference between the 

total MSE and the model variance. 

𝑴𝑺𝑬 = 𝒎𝒆𝒂𝒏{𝑩𝒊𝒂𝒔𝟐 + 𝑵. 𝝈𝟐
𝜺} + 𝒎𝒆𝒂𝒏{𝑽𝒂𝒓𝒊𝒂𝒏𝒄𝒆}        (𝟔) 

 
The importance of each AA critical factor was assessed from both the number of significant 

variables associated with each critical factor and their permutation feature importance (Altmann et al., 
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2010). To select the relevant variables, we used the Lasso regression as in the variable selection phase. In 
the permutation feature importance, we had 20 rounds and aggregated the results of each variable by critical 

factor. 

 

The fact that the selection of variables and the hyperparameters tuning were performed on the 10th 
grade dataset enhances the robustness of the bias and variance decompositions. 

 

The topology of the neural network comprises 8 hidden layers with 10 neurons each. The hidden 
layers activation is the Relu function. The output layer has no activation. You use the Adam optimizer 

and the MSE loss function. The learning phase has 25 epochs and a batch size of 32. The total number of 

parameters to train is 1,281. The implementations were developed in Phyton and Keras. 
 

4 Data 

 

The dataset comprises 29,788 Portuguese high school teacher’s final grades. corresponding to 
10,364 students’ high school academic paths. The models are based on two sub-datasets corresponding each 

to the 10th and 11th year grades, with 15,112 and 14,676 samples respectively. The data was extracted from 

the main database of the Directorate-General for Statistics of Education and Science of the Portuguese 
Ministry of Education information system and from Statistics Portugal. 

 

We have 40 AA critical factors features in the dataset (see Table 3). After transforming the 
categorical variables, we end with 120 predictive variables ready to take part in the feature selection step. 

An adequate AA critical factors literature review can be found in Costa-Mendes et al. (2021) and Cruz-

Jesus et al. (2020). 

 

Feature 
Critical 

factor 
Feature 

Critical 

factor 
Feature 

Critical 

factor 

Subjects n.a. 
Mother job 

situation 
SES1 School size 

School 

size 

Retentions 
Cognitive 

ability 

Responsible 

educational 

level 

SES Class size 
Class 

size 

Enrolments 
Cognitive 

ability 

Father 
educational 

level 
SES 

Teacher 
professional 

category 

Lecturing 

quality 

Gender Gender 

Mother 

educational 

level 

SES 

Teacher 

educational 

level 

Lecturing 

quality 

Father 

nationality 
Ethnicity Scholarship SES 

Teacher 

career step 

Lecturing 

quality 

Computer 
Computer 

usage 
Parish SES 

Teacher 

gender 

Lecturing 

quality 

Internet 
Internet 

usage 
County SES 

Temporary 

replacement 

Lecturing 

quality 

 
1 Socioeconomic status 



Papers of 6th Canadian International Conference on Advances in Education, Teaching & Technology 2022                        

(978-1-988652-51-1) 

58 
 

Job situation SES 

Family non-
classical 

dwellings 
SES 

Educative 

support 

Lecturing 

quality 

Education 

responsible 
SES 

Collective 

dwellings 
SES Teacher age 

Lecturing 

quality 

Responsible 

job 
educational 

level 

SES Illiteracy rate SES 
Lecturing 

time 

Lecturing 

quality 

Father job 

educational 

level 

SES 
Post-secondary 

schooling rate 
SES 

Non-

lecturing 

time 

Lecturing 

quality 

Mother job 

educational 

level 

SES 
Primary sector 

importance 
SES 

Educative 

support time 

Lecturing 

quality 

Responsible 

job situation 
SES 

Secondary 

sector 

importance 

SES 
Teacher 

grade 

Target 

variable 

Father job 

situation 
SES 

Unemployment 

rate 
SES     

Table 3 – Dataset variables and associated critical factor 

 

 

5 Results 

 

5.1 Bias and variance decomposition 

 
The bias and the irreducible variance cannot be empirically separated. However, the irreducible variance of 

the target concept is not meant to vary along with the implementations. So, we opted to call the composite 

of bias and irreducible variance just bias. 

 
When we compare the critical with the lagged implementation, we can perceive a deep decline in the MSE 

in favour of the latter. The MSE drops 62.92%, the bias 63.72% and the variance 56.60%. (Table 4). 

 
The improvement in bias explains the bulk of the decrease in the MSE. In fact, 89.89% of the MSE 

improvement is explained by the bias behaviour, only 10.11% is due to the variance. 

 

  MSE Bias  Variance 

Critical 5.85 5.19 0.66 

Lagged 2.17 1.88 0.29 

Difference 3.68 3.31 0.37 

Table 4 – Bias and variance decomposition 
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5.2 Critical factors role 

 

In the critical implementation, 21 critical factor predictive variables have Lasso coefficients different from 

zero, contrasting with the lagged implementation where only 2 variables are as relevant (table 5). When 

using the lagged teacher grade as an input variable, the Lasso filter put aside a higher number of AA critical 
factor variables, curtailing their global participation in the prediction. 

 

The most important critical factors are the SES and the cognitive ability. In the critical implementation, 
their permutation feature importance is 43.20% and 26.50% respectively. In the lagged implementation 

however, as the permutation feature importance for the lagged teacher grade is 95.5%, the global importance 

of any AA critical factor is negligible. 
 

We conclude that the critical factors’ role changes from decisive in the critical implementation to negligible 

in the lagged implementation. There is a fundamental difference between the two implementations. 

 

Literature 

AA critical factor 

# variables after Lasso 

procedure 

Permutation feature 

importance 

Critical Lagged Critical Lagged 

Cognitive 

ability 

2 1 0.265 0.004 

Gender 1 1 0.216 0.002 

Ethnicity 0 0 -0.007 0.000 

Computer 

usage 

0 0 0.000 0.000 

Internet 

usage 

0 0 0.000 0.000 

SES 17 0 0.432 0.036 

School 

size 

1 0 0.033 0.001 

Class size 0 0 0.009 0.000 

Lecturing 

quality 

0 0 0.052 0.001 

(lagged 

teacher mark) 

      0.955 

 
21 2 1.000 1.000 

Table 5 – Variables after Lasso selection and normalized permutation feature importance both aggregated 

per critical factor 

 

6 Discussion and conclusions 

 

The machine learning performance depends on the accurateness of both the problem representation space 

and the approximation procedures embedded in the algorithm’s heuristics. Any factor that interferes either 

in the problem representation or in the algorithmic approximation procedures and misleads the learning 
process creates bias (Gordon and Desjardins, 1995). 

 

An algorithm chooses a specific method to approximate the problem and to reach a solution among a set of 
hypothetical alternatives introducing algorithm bias into the learning process. For instance, the structural 

bias is a type of algorithm bias that happens when the evolutionary algorithms focus their search on some 
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parts of the solution space in detriment of the other parts (Caraffini and Kononova, 2019). The 
representational bias occurs when the search space does not represent appropriately the problem to be 

solved (Li and Vasconcelos, 2019). 

 

The critical factors contributions to the lagged implementation search space are minor. Its bias satisfactory 
results are due to the use of the preceding year grade as an input variable. The critical implementation search 

space includes only the variables related to AA critical factors. Yet, the bias results are poor as the dataset 

lacks rigor and latitude. In fact, the dataset does not include student intelligence quotient data, their 
motivations, parental engagement, family size and income, school layout and building features and teachers 

lecturing abilities. In addition, a major proportion of the variables are proxies and do not measure the critical 

factors directly. 
 

A search space where the problem is correctly projected is essential for ensuring low 

representational bias. Thus, a necessary condition for a good student grade predictive model is either a 

differed observation of the target variable or a precise dataset conveying every critical factor. 
 

The education systems should develop information systems that collect detailed information on the AA 

critical factors. In this way, it would be possible to develop machine learning predictive models to help the 
educational actors in the policy design and in the decision-making process. When we look at our results 

regarding the role of the critical factors, the implementations relative position changes. The critical 

implementation has a higher machine learning bias, notwithstanding the higher critical factors’ 
contribution. The lagged implementation, on the other hand, has a smaller bias, but a smaller critical factors’ 

contribution. It is possible for a machine learning model to have a reduced bias and simultaneously a little 

critical factors’ contribution, simply by accessing information about the historical value of the target 

variable. 
 

In defining policies and choosing the variables to influence, predictive models with low biases and built 

upon the critical factors information are indispensable. A machine learning model based on the critical 
factors produces more consistent estimates of their effects on AA. They are therefore suitable models to 

assist in policymaking. On the other hand, if the goal is to obtain a simple set of predictions, the use of 

target variable historical values is appropriate. In social sciences, knowledge of the critical factors is less 

decisive, and phenomena tend to drag on over time. That is why the classification of machine learning 
models based on the preponderance of critical factors is more important in the social sciences than in other 

domains. For instance, in an engineering system, low machine learning bias is ever associated with a large 

awareness of the target determinants. The critical factors are known and thoroughly perceived, and the 
target concept behaviour varies rapidly and often in a decisive way: we know how to drive a car, the critical 

factors, and in a nanosecond, we switch from the accelerator to the brake. 
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