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The global structure of the hyperparameter spaces of neural networks is not well under-
stood and it is therefore not clear which hyperparameter search algorithm will be most
effective. In this paper we analyze the landscapes of convolutional neural network archi-
tecture search spaces to provide insight into appropriate search algorithms for these
spaces. Using a classical fitness landscape analysis approach (fitness distance correlation)
and a more recent tool (local optima networks) we study the global structure of these
spaces. Our analysis on six image classification datasets reveals that the landscapes are
multi-modal, but with relatively few local optima from which it is not hard to escape with
a simple perturbation operator. This led us to explore the performance of iterated local
search, which we found to more effectively search the training landscapes than three evo-
lutionary algorithm variants. Evolutionary algorithms, however, outperformed iterated
local search in terms of generalization on problems with larger discrepancies between
the training and testing landscapes.
� 2022 The Authors. Published by Elsevier Inc. This is an open access article under theCCBY-

NC-ND license (http://creativecommons.org/licenses/by-nc-nd/4.0/).
1. Introduction

Recent successes of deep learning in solving challenging problems have led to the use of deeper and increasingly complex
neural network architectures. It has become common for manually designed networks consisting of combinations of differ-
ent types of layers to have millions of weights to be trained. The design of these networks is not a trivial exercise and
requires extensive expertise and resources to find a model that performs well on a given task.

The field of automated machine learning (AutoML) [15,12] has emerged to address some of the challenges experienced by
non-experts when using machine learning to solve real-life problems. The aim of AutoML is to automate the entire machine
learning pipeline and an important sub-topic within this is neural architecture search (NAS). NAS involves employing a
search strategy to find the best design of a neural network for solving the task at hand. The focus of this paper is to inves-
tigate the nature of these NAS landscapes, in particular of convolutional neural networks (CNNs) for image classification.
Understanding the structure and characteristics of NAS landscapes can help in employing appropriate search strategies
and implementing meta-learning within AutoML.
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Fitness landscape analysis (FLA) has been widely used in the evolutionary computation community for understanding
complex optimization problems, explaining algorithm behavior and for automated algorithm selection [23]. Pimenta et al.
[31] recently applied FLA in the context of AutoML for studying the search space of the combined algorithm selection and
hyperparameter optimization problem. In their study, the search space consisted of expressions (represented as trees)
derived from a context-free grammar with the leaf nodes specifying the preprocessing and classification algorithms with
their strategies and parameter values. A similar grammar-based approach was used by Rodrigues et al. [32,33] for defining
the search space of NAS for CNNs. They characterized the ruggedness [32], evolvability and generalization ability [33] of NAS
landscapes for image classification tasks and found that these measures were reasonable indicators of hardness for NAS.

The work in this paper is an extension of the studies by Rodrigues et al. [32,33] and it is subdivided into twomain parts. In
the first part, instead of estimating the characteristics of neural architecture landscapes based on samples like in Rodrigues
[32,33], we fully enumerate a reduced search space and precisely characterize the features of the landscape.

This type of study is important because sampling a complex search space is not an easy task, and important information
may get lost in this step. On the other hand, an exhaustive study is much more complete and precise and can highlight prop-
erties that may remain hidden in studies based on samples. However, it is not obvious that the properties unveiled by an
exhaustive search on a reduced search space also hold on a more extended search space and needs to be demonstrated.

Taking inspiration from the results obtained in this first phase, in the second part of this study we compare the perfor-
mance of iterated local search (ILS) to three variants of evolutionary algorithms (EAs) on a larger search space.

The contributions of the paper are as follows:

� Our analysis provides insight into the nature of the training landscapes of convolutional neural architecture search spaces
for image classification. We show that these landscapes are multi-modal, but with a limited number of local optima from
which search algorithms can easily escape.

� We perform, for the first time, a local optima network (LON) analysis for studying the landscapes of NAS. By performing
the analysis on a reduced search space, the global structure of the landscapes can be precisely characterized.

� We demonstrate that conclusions made on a reduced search space can be extended, and continue to hold, for a larger
search space.

� We show that ILS is a more effective strategy for searching the NAS than EAs on problems for which there is a high cor-
relation between the training and testing loss values.

The paper is organized as follows: Section 2 provides a background to FLA, error landscapes and how FLA techniques have
previously been applied in the context of hyperparameter optimization and AutoML. In Section 3, we present the CNN archi-
tecture search space and the grammars for specifying the reduced search space and the larger search space. Section 4 ana-
lyzes the landscapes of the reduced search space, while Section 5 provides an experimental comparison between ILS and EAs.
Finally, Section 6 concludes the paper and suggests ideas for future work.
2. Background

2.1. Fitness landscape analysis

In the evolutionary computation community, fitness landscape analysis (FLA) has become popular for understanding
complex real-world optimization problems [34,2,14,39,35], explaining search algorithm behaviour [42,20,25,37,36] and as
a component in automated algorithm selection [3,8,22,30]. Many FLA techniques have been developed over the years for
characterising different features of problems [24,23]. This section briefly describes two techniques that were used in this
study, namely fitness distance correlation and local optima networks. Note that a number of these fitness landscape analysis
techniques for discrete search spaces have been implemented in the ParadisEO framework [16].
2.1.1. Fitness distance correlation
Fitness distance correlation (FDC) analysis [17] is a traditional tool to assess deception with respect to local search in a

landscape. It also gives some indication of the landscape global structure, in terms of the distribution of candidate solutions
with respect to the global optima (or best-known solutions). This measure is based on the observation that if the fitness func-
tion correlates well with the distance to the optimum, then search with a hill climber will be easier, as there will be a clear
gradient guiding the local search process towards the global optimum.
2.1.2. Local optima networks
Local optima networks (LONs) were proposed by Ochoa et al. [28], Verel et al. [40] as a graph-based abstraction of the

search space representing the global structure. Each node of the LON is a local optimum and edges between nodes represent
adjacency of the basins of optima (the possibility of search transitioning from one local optimum to another). LONs have
been used extensively as a landscape analysis tool (particularly for discrete search spaces) and the reader is referred to
the LON website for resources: http://lonmaps.com.
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2.2. Error landscapes

In the context of neural networks, training is an optimization problem where the search space is the set of all weights in
the network and the objective is to minimise the error on the machine learning task. Analogous to a fitness landscape, an
error landscape (or loss landscape) can be seen as the surface that is traversed by the training algorithm in weight space.

The analysis of neural network error surfaces is complicated by the fact that the same solution can have different error
values, since the error to be minimised depends on the data set used to evaluate the error. Choromanska et al. [9] theoret-
ically and empirically analysed the error surfaces of multi-layered neural networks and found that the training and testing
error became increasingly de-correlated with the size of the network. The implication of this is that finding the global opti-
mum in the training loss landscape may be of limited use, because it will most likely not correspond with the position of the
global optimum in the testing loss landscape. Our study also found evidence of this phenomenon in the case of the search
space of CNN architectures, as we will show.

FLA approaches have been applied in the context of neural network error landscapes, including a study on the influence of
search space boundaries on error landscape features [5], the influence of regularisation on error surfaces [4], the influence of
architecture settings on modality of the landscape [6], and the effect of different loss functions on the basins of attraction [7].
Although these studies are related to our work, the underlying search spaces are different. Our study investigates the error
landscapes of architecture search, which is earlier in the machine learning pipeline than the error landscapes of weight
optimization.
2.3. Neural architecture search landscapes

In neural network training, hyperparameter optimization involves the search for optimal training-related parameters,
such as the batch size and learning rate, whereas neural architecture search (NAS) involves the optimization of model-
related parameters [15], such as the number and types of layers, number of neurons in each layer, choice of activation func-
tions, etc. The broad approaches to NAS include random search, reinforcement learning, gradient-based search methods, evo-
lutionary search methods and Bayesian optimization [11].

In this study, we investigate the architecture search spaces of CNNs for image classification tasks. Rodrigues et al. [32,33]
proposed a grammar-based approach for analysing these search spaces. They characterised the ruggedness [32], evolvability
and generalization ability [33] of NAS landscapes for image classification tasks and found that these measures were reason-
able indicators of hardness for NAS. The work in this paper is an extension of these previous studies, but instead of estimat-
ing the characteristics of neural architecture landscapes based on samples, we fully enumerate a reduced search space and
precisely characterise the features of the landscape. From these insights, we predict that a local search based metaheuristic
would perform well on these search spaces. We then contrast the performance of evolutionary algorithms and iterated local
search on the larger search space both in terms of training and generalization.
3. CNN architecture search space

3.1. CNN topology

CNNs are a class of neural networks that aims at combining a feature learning module with a trainable classifier. The fea-
ture learning module aims to replace the need of a prior feature engineering stage, by making use of convolutional and pool-
ing layers. The standard topology for these networks consists of first having a set of interleaved convolutional and pooling
layers, followed by a flatten layer, which reduces the dimensionality of the data so it can be fed into the trainable classifier,
composed of fully connected and dropout layers. An example of such a network can be seen in Fig. 1, where s1 and s2 rep-
resent both feature selection and classifier, respectively.
3.2. Solution encoding

We use a grammar-based approach to specify the architecture of CNNs, because of its modularity and flexibility. We use
two distinct grammars, the large (L) version, based on prior work [32,33], and a small (S) version, which is almost a subset of
the L grammar, both of which are discriminated in Table 1. Although grammar L will only be addressed in Section 5, we
decided to include it in this table to make comparing both grammars more intuitive.

To represent the CNN architecture search space, a solution is encoded using a numerical string of length n, where n cor-
responds to the number of parameter choices as specified by the grammar. For example, in the case of grammar S n ¼ 5, since
there are five variables corresponding with the number of filters and activation function in the convolution layer, number of
units and activation function in the dense layer, and the choice of optimizer. Similarly, for grammar L, n ¼ 16. The value of
each element in a solution corresponds with the position of the chosen parameter as specified in the grammar. Fig. 2 illus-
trates an example, showing what the encoding ½12021� represents for grammar S.
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Fig. 1. Example of the specification of a CNN architecture, and the network it produces when decoded.

Table 1
Description of all parameter settings used for the small (S) and extra large (L) grammars.

Grammar S Grammar L

Conv filters [32,64,128,256,512] [32,64,128,256]
kernel_size 3 [2,3,4,5]

stride 1 [1,2,3]
activation [sigmoid, tanh, relu, elu] [sigmoid, relu, elu]
use_bias true [true, false]

Pool type Max [Max, Avg]
pool_size 2 [2,3,4,5]
stride 2 [1,2,3]

Dense units [32,64,128,256,512] [8,16,32,64,128,256,512]
activation [sigmoid, tanh, relu, elu] [sigmoid, relu, elu]
use_bias true [true, false]

Dropout rate 0.5 [0.0 !0.7]
Optimizer type [ADAM, SGD] SGD

learning_rate — [0.01, 0.001, 0.0001, 0.00001]
decay — [0.01, 0.001, 0.0001, 0.00001]

momentum — [0.99, 0.9, 0.5, 0.1]
nesterov — [True, False]
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3.3. Problem instances

Table 2 lists the main characteristics of the datasets used as benchmarks in our experiments and example input images
are shown in Fig. 3. For all datasets, a simple image scale adjustment was done, setting pixel values in the ½0;1� range. No
further data pre-processing or image augmentation was applied to the datasets. Regarding the training and testing parti-
tions, all datasets were shuffled and randomly split, with 70% for training and 30% for testing. The MNIST dataset [19] con-
sists of a set of grayscale images of handwritten digits from 0 to 9. Fashion-MNIST (FMNIST) [43] is similar to MNIST, but
instead of having digits from 0 to 9, it contains images of ten different types of clothing articles. CIFAR10 [18] contains
RGB pictures of ten different types of real-world objects. SVHN [26] contains RGB pictures of house numbers, containing dig-
its from 0 to 9. SM (small and mislabelled) is a hand-tailored dataset that we have artificially created to have a case in which
overfitting is bound to occur. It was created by taking the last 30% of samples from the MNIST training and test sets and
applying label corruption to the test set. Half of the values from each odd label were changed to another label value. Label
1 was changed into 3, 3 became 9, 5 became 0, 7 became 4, and 9 became 1. The new labels were associated randomly to
avoid any human bias.
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Fig. 2. Example of the encoding strategy used for solutions, showing the options corresponding to string 12021 for grammar S (encoding starts at zero).

Table 2
Number of training and test observations, and number of classes of each dataset.

Training set Test set Classes

MNIST 60000 10000 10
FMNIST 60000 10000 10

SM 18000 3000 10
CIFAR10 50000 10000 10
CIFAR100 50000 10000 100
SVHN 73257 26032 10

Fig. 3. Example input images of four of the standard benchmark datasets we used. From left to right: MNIST; CIFAR10; SVHN; FMNIST.
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4. Landscape analysis

In order to analyze the structure of typical CNN hyperparameter landscapes, we exhaustively enumerate all the candidate
solutions of the small grammar and identify all the local optima for each of the studied classification datasets. Using this
data, we then calculate the fitness distance correlation and construct local optima networks.

To cover the entire search space encoded by grammar S (Table 1), we enumerate all possible combinations given the
parameters in the grammar. This results in 800 different solutions, where each one is evaluated 30 times on a random data
partition following the 70/30 split, and we use the median value as the value of that solution. Each solution uses a fixed
topology network consisting of two interleaved convolutional and pooling layers, followed by a flatten layer and two fully
connected layers with a dropout in between, as shown in Fig. 4.
4.1. Fitness distance correlation

Since we have knowledge of the global optimum in the fully enumerated landscapes, we can compute the distance from
all solutions to the optimum. Specifically, for all solutions in the search space, for each configuration i we have a pair ðf i; diÞ,
where f i is the loss function value of configuration i and di is the edit distance to the global optimum. The edit distance is
715



Fig. 4. Representation of the fixed topology used for the CNNs produced by grammar S.
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calculated as the number of positions in which a configuration differs from the values of the five hyperparameters of the
global optimum. For example, a global optimum at position 12021 (see Fig. 2) would be a distance of 3 from solution
30011, since it differs in three of the positions. The maximum distance between any two solutions therefore equals 5 for this
grammar. The FDC is calculated as the (Spearman) correlation coefficient of this set of (loss, distance) pairs.

Fig. 5 shows the FDC plots, as well as the Spearman correlation coefficients (R) with significance level (p-values) for each
classification problem. The plots also show the regression lines with confidence regions (95%). The horizontal axes show the
edit distance between all hyperparameter configurations and the global optimum configuration, while the vertical axes show
the loss value of each configuration. From these plots we can observe that there is a small positive correlation (ranging from
0.27 to 0.4) between distance and fitness/loss, suggesting a gradient towards the global optimum. However, for all studied
datasets, some configurations that differ only in one or two hyperparameter values from the global optimum configuration
reveal a high loss value.

The range of possible values for R is ½�1;1�where, for a minimization problem, high values would be regarded as easier for
a hill climber. When FDC was proposed [17], �0:15 6 R 6 0:15 was classified as hard, and R 6 �0:15 was considered as mis-
leading for a minimization problem. Using these criteria, none of the four problems used in this study is regarded as hard or
misleading.
Fig. 5. FDC plots for all studied datasets. The horizontal axes show the edit distance to the global optimum and the vertical axes show the loss function
value. The whole enumerated search space is used in the plot. The Spearman correlation coefficients with p-value are also shown.
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4.2. Local optima networks

To further understand the global structure of the hyperparameter landscapes, we extract and analyze their local optima
networks (LONs). Since the hyperparameter landscapes of the S grammar are fully enumerated, all the local optima are iden-
tified. The definitions of the nodes and edges of the LON model are given below, as well as a description of the model
visualization.

Nodes The nodes correspond to local optima according to a best-improvement hill-climbing heuristic using the 1-change
neighborhood. This neighborhood is given by altering the value of a single variable in the solution (encoded as illustrated in
Fig. 2). The set of nodes is denoted as L.

Edges There is an edge from local optimum l1 to local optimum l2, if l2 can be obtained after applying a perturbation (al-
tering the value of a single variable) to l1 followed by local search (the best-improvement hill-climbing algorithm described
above). Edges are weighted with frequencies of transition computed during the construction process. The weight is the num-
ber of times a transition between two local optima occurred. The set of edges is denoted by E.

LON The LON is the directed graph LON ¼ ðL; EÞ, with node set L, and edge set E as defined above.
Fig. 6 shows the LON models representing the NAS configuration landscapes for the studied problems.
The plots were produced with the R statistics package, using force-directed graph layout methods as implemented in the

igraph library [10]. In these plots, each node represents a local optimum and each edge represents the possibility of moving
from one local optimum to another using a single variable perturbation followed by local search. Red nodes indicate global
optima, and light gray nodes local optima. The node labels show the hyperparameter configuration (top) and their respective
loss function value (bottom). The width of edges width is proportional to the probability of transition. All nodes have self-
loops but these were not included in the plots.
Fig. 6. LONs of the hyperparameter search spaces specified by grammar S for all studied datasets. Each node is a local optimum, with red highlighting the
global optimum. Node labels indicate the hyperparameter configuration (top) and loss function value (bottom). Edges indicate escape transitions with 1-
variable perturbations. The width of edges is proportional to their weight (transition frequency). Self-loops are removed for clarity.
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For example, it can be seen in Fig. 6 that the global optimum for MNIST was solution 32401 with loss value 0.0059, which
corresponds to an architecture with 256 convolutional layer filters using the ReLU (Rectified Linear Unit) activation function,
512 units in the dense layer using the sigmoid activation function and SGD (stochastic gradient descent) as the optimizer.
The closest local optimum in terms of loss is solution 32311 (loss 0.0061) at an edit distance of 2 from the global optimum.

The LON plots in Fig. 6 indicate that the landscapes have very few local optima that are different from the global optimum,
from only one for the CIFAR100 dataset, two for the SM, CIFAR10 and SVHN datasets, three for FMNIST and four for MNIST.
For MNIST, however, the difference between the loss function values of three of the four local optima as compared to that of
the global optimum is rather small. With the exception of CIFAR10 and CIFAR100, which have isolated local optima, all the
LONs have a single connected component suggesting that the multi-modal landscape is easy to traverse. That is, although
there are local optima, it is easy to escape from them and reach the global optimum after a single perturbation.
4.3. Testing landscape

During NAS, the training set is used to evaluate parameter configurations and the aim is to find the solution that min-
imises the loss in the resulting training landscape. However, in the testing phase, a different dataset is used, which results
in a different landscape (the testing landscape). To assess the difference between these two landscapes, Fig. 7 plots the cor-
relation between the test loss and the training loss of all solutions in the search space (using the S grammar) for the six
datasets.

Fig. 7 shows that for all datasets except SM (artificially constructed through mislabelling of the test set to cause overfit-
ting), there is a positive correlation between the training and test loss values. Despite this positive correlation, values that
have the lowest training loss values are associated with higher test loss values, visible in the points above the line in the
bottom left corner. This indicates that the best solutions according to the training set do not correspond with the best solu-
tions according to the test set.

Table 3 lists the global optimum (GO) solutions for the training and test sets with the edit distance between the solutions.
For example, in the case of MNIST, the training GO differs from the test GO in the first and third components only, corre-
sponding to the number of filters and dense layer units. In contrast, the GO of the SM test set differs in all five components
from the GO of the training set.
R = 0.94, p < 2.2e-16
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Fig. 7. Train-test correlation plots for all studied datasets. The horizontal axes show the train loss value and the vertical axes show the test loss value. The
whole enumerated landscape is used in the plot. The Spearman correlation coefficients with p-value are also shown.
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Table 3
Comparison between global optimum (GO) in training and test landscapes based on the S grammar. Difference
refers to the edit distance between the training and test GO.

Dataset Training GO Test GO Difference

MNIST 32401 42201 2
FMNIST 42421 11301 4

SM 42401 01000 5
CIFAR10 11421 32101 4
CIFAR100 21431 42301 4
SVHN 01401 32301 3
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4.4. Discussion

The FDC and LON analyses seem to indicate that the NAS landscapes should be relatively easy to search. Although there
are some local optima that are different from the global optimum, they are mostly reachable through 1-variable perturba-
tions and most local landscape information is directed towards the global optimum. It is important to note, however, that the
landscape analysis was performed on a reduced search space corresponding to the S grammar to allow for full enumeration.
In a previous study on the landscape structure of search spaces [1], it was shown that the global structure (number of fun-
nels) was similar in benchmark problems when the dimensions were increased. If, similarly, the landscapes based on the L
grammar (Table 1) have similar global properties to those of the S grammar, then an iterated local search (ILS) algorithm
would be an appropriate strategy for solving these problems. In Section 5 we test whether this is the case.

In addition, the comparison between the training and test landscapes of the reduced search space indicates that there is a
mismatch between the optimal solutions in the training and test landscapes. We therefore expect that although ILS will per-
form well with respect to the training set, this may not be the case for datasets where there is a large discrepancy between
the structure of the training and testing landscapes. Of the studied datasets, MNIST, SVHN and MNIST showed the highest
correlation between the training and testing loss values, with Spearman correlation coefficient values of 0.94, 0.94 and
0.9, respectively (see Fig. 7).

5. ILS versus EAs

This section compares the performance of ILS against EAs on the search space defined by the L grammar illustrated in
Table 1, which consists of over 297 million hyperparameter combinations. To assess the performance, we run each algorithm
on each problem instance 30 times and report the loss values.

5.1. Network initialisation

For both the ILS and the EAs the initialization of the networks is done using an algorithm that will be called initialize in the
continuation. The functioning of the initialize algorithm can be described as follows. As mentioned in Section 3.1, the net-
works can be divided into two sections, s1 and s2, and for each section a randommaximum number of initial layers is defined
in the range of ½2;6� and ½2;4�, respectively. In s1 both convolutional and pooling layers have an equal probability of being
added, while on s2 the dense and dropout layers have a 70% and 30% probability, respectively.

5.2. Iterated local search

The ILS has two stages: perturbation and local search. Each of them uses a different move operator. In the perturbation
stage topological changes are made to the network, and in the local search stage a single random change is made to one of
the components in the grammar.

In more detail, the ILS starts by generating a random initial solution, following the initialization procedure described in
Section 5.1, x0, and calculates its loss, f 0. Then, a simple hill climber is performed starting at x0, with a tolerance of 10 random
neighbor evaluations without improvement. The solution obtained by the hill climber is deemed x1 with associated loss
value f 1. From there up until the stopping criterion is met, each solution xk will suffer a perturbation, giving x0k, from where
a new hill climber will start, resulting in a new solution s. If s is better than xk, then xkþ1 ¼ s, else xkþ1 ¼ xk.

The perturbation operator consists of randomly altering two random solution components, equivalent to applying two
mutations to any two parameters encoded by grammar L. Afterwards, the new network is created, following the initialization
procedure described in Section 5.1, changing the previous topology. The design of the perturbation operator follows the
guidelines by Lourenço et al. [21], which suggest using a random move in a neighborhood of higher order than the one used
by the local search algorithm.

As a stopping criterion, we define a budget of 200 network evaluations so we can perform a comparison with the results
obtained by the EA runs, where we have a population of size 10 being evaluated for 20 generations, totalling 200 evaluations.
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Our decision in using the ILS metaheuristic to compare results against the evolutionary algorithms is based on recent
works [41,29] that demonstrate that local search algorithms are very strong in NAS, being capable of outperforming
state-of-the-art methods including EAs, and should thus be considered competitive baselines.
Fig. 8. Violin plots for all studied datasets. Each violin represents the distribution of the mean loss value over 30 runs for a given algorithm, with the
horizontal bars representing the minimum and maximum bounds, as well as the median. The ILS plot is colored differently, to separate it from the
remaining three approaches that use different variants of an evolutionary algorithm.
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5.3. Evolutionary algorithm

The use of evolutionary algorithms, and its comparison with ILS, represents the second part of our study. In order to be
consistent with the analysis done in the first part (Section 4), genetic operators that are related to the neighborhood used in
the FLA are employed. For this reason, and given the difficulty of defining a precise neighborhood induced by crossover [13],
here we only use mutation, which is a common practice in FLA [38]. We employ three different independent mutations:

� Topological mutations: Mutations that add or delete a layer, changing the topology of the networks.
� Parameter mutations: Mutations that change the parameters of a given layer.
� Learning mutations: Mutations that change the optimizer’s parameters that guide the learning of the networks, as
encoded in the solution.

We evolve a population of 10 networks for 20 generations, producing one offspring per mutation, and perform selection
via tournaments of size 2.

Since we are studying the effects of these three distinct mutation types, we perform 30 independent evolutionary runs for
each of them. In each set of runs, only the mutation being studied is applied, with a probability of 100% to each selected
parent.
5.4. Results and analysis

Fig. 8 shows the results of ILS and EAs in the form of violin plots, illustrating the distribution of loss values across the 30
runs for the four algorithms on the four datasets, for both training and testing. In all of the plots the first algorithm (shaded
red) represents the loss values of the solutions found by ILS, while the other three (shaded blue) represent the loss values for
the EA variants.
Table 4
Kruskal–Wallis p-values for all datasets on the training set. Each table is comparing the results obtained by the EAs and ILS. Significant results ðp < 0:01Þ are
represented in bold when the method on the left is better.

MNIST

ILS Learning Parameters Topology

ILS – 2.8e-11 6.3e-11 1.2e-10

Learning – – 0:219 0:704
Parameters – – – 0:274

FMNIST

ILS Learning Parameters Topology

ILS – 2.8e-11 3.5e-11 3.1e-11

Learning – – 0:882 0:047
Parameters – – – 0:280

SM

ILS Learning Parameters Topology

ILS – 0.001 0.007 0.0001
Learning – – 0:941 0:037

Parameters – – – 0:178

CIFAR10

ILS Learning Parameters Topology

ILS – 5.8e-10 2.8e-11 1.0e-09

Learning – – 0.0001 0.008
Parameters – – – 0:625

CIFAR100

ILS Learning Parameters Topology

ILS – 4.2e-11 5.3e-10 6.3e-11

Learning – – 0:375 0:013
Parameters – – – 0:011

SVHN

ILS Learning Parameters Topology

ILS – 3.1e-11 2.8e-11 2.2e-10

Learning – – 0:091 0:219
Parameters – – – 0:894
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Table 6
Mean training and test loss and accuracy values, obtained by the EA variants and the ILS on all problem instances. The best results, based on the p-value analysis
made in Tables 4&5, are marked in bold.

EA_L EA_P EA_T ILS

MNIST Train Loss 0.135 0.091 0.137 0.0002
Train Acc 0.960 0.971 0.958 0.999
Test Loss 0.132 0.066 0.126 0.056
Test Acc 0.961 0.978 0.961 0.986

FMNIST Train Loss 0.358 0.339 0.463 0.049
Train Acc 0.872 0.880 0.831 0.981
Test Loss 0.394 0.396 0.506 0.316
Test Acc 0.862 0.869 0.818 0.898

SM Train Loss 0.297 0.234 0.209 0.0008
Train Acc 0.915 0.933 0.943 0.999
Test Loss 3.188 3.220 3.239 8.996
Test Acc 0.622 0.648 0.632 0.652

CIFAR10 Train Loss 0.818 1.419 1.278 0.029
Train Acc 0.713 0.495 0.555 0.992
Test Loss 1.194 1.403 1.424 1.425
Test Acc 0.622 0.498 0.558 0.634

CIFAR100 Train Loss 2.964 2.680 3.529 0.024
Train Acc 0.283 0.348 0.195 0.997
Test Loss 3.230 3.224 3.670 3.619
Test Acc 0.243 0.282 0.178 0.291

SVHN Train Loss 0.686 1.305 1.748 0.064
Train Acc 0.796 0.626 0.405 0.983
Test Loss 0.775 1.284 1.704 0.646
Test Acc 0.781 0.640 0.449 0.836

Table 5
Kruskal–Wallis p-values for all datasets on the test set. Each table is comparing the results obtained by the EAs and ILS. Significant results ðp < 0:01Þ are
represented in bold when the method on the left is better, and ‘‘italic” when the method above is better.

MNIST

ILS Learning Parameters Topology

ILS – 3.7e-5 0:062 0.0003
Learning – – 0:064 0:668

Parameters – – – 0:041

FMNIST

ILS Learning Parameters Topology

ILS – 0.001 0.007 0.001
Learning – – 0:941 0:037

Parameters – – – 0:178

SM

ILS Learning Parameters Topology

ILS – 4.2e-5 6.9e-6 4.4e-5

Learning – – 0:801 0:813
Parameters – – – 0:594

CIFAR10

ILS Learning Parameters Topology

ILS – 0.006 0:929 0:941
Learning – – 0.014 0:026

Parameters – – – 0:824

CIFAR100

ILS Learning Parameters Topology

ILS – 0.008 0:139 0:870
Learning – – 0:646 0.002

Parameters – – – 0:100

SVHN

ILS Learning Parameters Topology

ILS – 0.001 6.9e-5 0.002
Learning – – 0:076 0:183

Parameters – – – 0:767
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Fig. 9. Search progression plots for all studied datasets, comparing ILS with the best EA on that dataset. Each curve represents the median loss on the 30
runs, and the shaded area around each curve delimits the respective lower and upper quartiles.
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The training set plots show that ILS achieves lower loss values overall on all of the datasets. The statistical significance of
the difference in performance is confirmed in Table 4 with the Kruskal–Wallis p-values that are always smaller than 0.01 for
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all comparisons between ILS and the EA variants. The mean values for all the studied metrics, both for the EA variants and the
ILS, can be seen in Table 6.

When we analyze the generalization capability of the methods, we can see that ILS no longer can be considered the best
studied algorithm. Looking at the Testing section of Fig. 8 (with associated statistical significance values in Table 5), ILS still
outperforms its competitors in three of the problems (MNIST, FMNIST and SVHN). For the remaining three problems (SM,
CIFAR10 and CIFAR100), ILS is always outperformed by at least one of the EA variants.

A very interesting result is the performance on the SM dataset. As previously mentioned, this dataset was artificially cre-
ated to induce the models to overfit training data. However, while all our EA variants do overfit, their mean final loss value is
still less than half of the one obtained by ILS (Table 6). This strengthens our concern that while ILS does in fact explore the
search space much more effectively than the EAs, it is much more prone to overfitting.

Fig. 9 illustrates the progression of the search up to the budget of 200 neural network evaluations given to each algorithm.
The curve of the ILS algorithm is shown in red, while the curve of the best performing EA on each dataset is shown in blue.
Median loss values over the 30 runs are plotted as solid lines with the shaded areas around the lines illustrating the upper
and lower quartiles. On all training datasets, the EA starts at a lower loss value than the ILS (because the plotted value is the
best in a population of ten individuals), but ILS quickly moves below the EA. These graphs clearly illustrate that ILS is a more
effective search strategy on the training landscapes for these datasets. It can be seen, however, on the testing datasets, that
ILS was less effective than the best performing EA on the SM, CIFAR10 and CIFAR100 problems.

Results show that ILS was better able to find architectures with lower loss values than the EA variants when searching the
training landscape for all problem instances. ILS also generalized better on unseen data (the test set) for three of the six prob-
lems studied. The three on which the EA performed better than ILS were the problems for which the training and testing
datasets were less correlated in the landscape analysis of the reduced search space.
6. Conclusions and future work

One of the main contributions of the paper is in providing insight into the nature of the architecture search landscapes of
CNNs. Using a reduced search space, the global structure of CNN architecture spaces of six classification problems was char-
acterized using two well-known tools: fitness distance correlation and local optima networks. The analysis showed that a
limited number of local optima exists, and the globally optimal solutions are easily reachable using a simple perturbation
operator, suggesting that a hill-climbing strategy like ILS could be an effective way to explore these search landscapes.

This hypothesis was investigated in the second part of our study, where we used a more expressive grammar to generate
a much larger search space, and we experimentally compared the performance of ILS with three EA variants. The results
show that ILS was a more effective strategy than all studied EA variants for searching the training landscapes, supporting
results in related studies [41,29]. ILS was also the most effective strategy in terms of generalization on unseen data for half
of the considered datasets. These were the datasets for which the analysis on the reduced search space showed a stronger
correlation between the training and test loss values.

These results have revealed at least two interesting pieces of information. First of all, at least for the studied test prob-
lems, ILS is a better strategy than the EAs for optimizing the architecture of CNNs when the training and test search land-
scapes are reasonably correlated. Second, but not less important, it is possible to apply tools to characterize search
landscapes to small problem instances, and use the obtained information to effectively infer properties of the larger search
space. This means that landscape analysis tools may be extremely useful in the future to assist in the usually very expensive
and error-prone phase of designing CNNs.

Even though it has been tested only on six benchmarks, the approach is general, and it can in principle be used for any
classification task using CNNs. For this reason, our current work is focused on the application of the proposed approach to
more test problems, including complex real-life applications, with the objective of investigating the generality of the findings
presented in this work. The effects of both an increased population size and number of generations (or function evaluations
in general) should also be analysed.

In the future, it could also be of interest to apply search trajectory networks [27] to NAS, so we could have more sophis-
ticated information about the behaviour of the algorithms during the evolutionary process and to contrast this with other
NAS approaches. Another avenue for future work would be to investigate the effect of the size of the grammar, as well as
topological decisions (such as the number of layers) on the performance of different approaches to NAS, particularly with
respect to the generalization ability. Additionally, in order to reduce the overfitting observed for the ILS, it would be inter-
esting to evaluate the performance with additional early stopping mechanisms instead of simply matching the total number
of evaluations performed by the EA.
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