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Abstract Session Initiation Protocol (SIP) has been massively adopted
for establishing and controlling communication sessions that support
multimedia services, including but not limited to Voice over Internet Pro-
tocol (VoIP) or IP Multimedia Subsystem (IMS) services. The growing
adoption of the SIP protocol has motivated the development of analyt-
ical tools capable of diagnosing and/or identifying potential problems
caused by inconsistent SIP signaling. Focusing on SIP signaling anomaly
detection based on probabilistic hypotheses, which may also be adopted
to support SIP signaling behavior prediction, our work is a first step
to characterize SIP dialogs in terms of distinct signaling sequences and
on their frequency probability. We start by describing the considered
SIP scenario and di�erent Sequential Pattern Mining (SPM) algorithms
capable of identifying similar SIP signaling sequences and their frequency.
After describing how SIP signaling messages are filtered, we evaluate the
SPM algorithm’s computation performance to characterize di�erent SIP
signaling flows. The evaluation metrics include the computation time
and memory required to identify all SIP sequences and subsequences of
the SIP flows. The evaluation results show that both computation time
and memory usage linearly grow with the flow of SIP messages. This
conclusion is of particular relevance to future adoption of such algorithms
in real-time SIP signalling anomaly detection schemes.

� Introduction

In recent years, the usage of machine learning and data mining techniques has
been massively adopted, mainly due to the increase in processing power and
to the scientific breakthroughs in data science. Machine learning is also being
adopted in the telecommunications arena, as it can bring many advantages in the
processing of bulks of data that are generated by a plethora of di�erent sources.

In this work we are motivated by the advantages of adopting machine learning
techniques to supervise the signaling of multimedia communication sessions. The
SIP protocol [�] is used to initiate, maintain and terminate real-time sessions,
being adopted by multiple VoIP clients and other multimedia services (e.g. IMS).
The growing adoption of the SIP protocol requires analytical tools capable of
identifying inconsistent sequences of SIP signaling messages and their possible
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causes. SIP requests and responses are sequentially exchanged over time to
manage a session. The sequence of exchanged messages is denoted as a SIP dialog.
Focusing on SIP signaling anomaly detection based on probabilistic hypotheses,
which may also be adopted to support SIP signalling behaviour prediction, our
work is a first step to analyse SIP dialogs in terms of occurrence of signaling
patterns.

We start to describe the considered SIP scenario and the di�erent SPM
algorithms capable of identifying similar SIP signalling sequences and their
occurrence rate. After describing how SIP signalling messages are filtered, we
evaluate the computation performance of the SPM algorithms for multiple SIP
signalling flows. The evaluation metrics include the computation time and memory
required to identify all SIP sequences and subsequences that form the SIP dialog.
The performance results show that both computation time and memory usage
linearly grow with the number of flows of SIP messages, allowing the use of the
adopted algorithms for high number of flows of SIP messages. This conclusion is
of particular relevance to future adoption of SPM algorithms in real-time SIP
signalling anomaly detection schemes.

This paper is organized as follows. Section � identifies related work on SIP
anomaly detection and on sequential pattern mining. Section � introduces the SIP
architecture adopted in this work. The evaluation of the performance achieved by
the SPM algorithms applied to the SIP dialogs is described in Section �. Finally,
Section � concludes the paper.

� Related Work

�.� SIP Anomaly Detection

The majority of literature on SIP anomaly detection is particularly oriented to
the problematic of malformed SIP messages. The detection of malformed SIP
messages has been studied in multiple works, since attacks may be attempted by
simply changing the text-based SIP message headers. Malicious SIP messages are
usually detected through intrusion detection systems (e.g. firewalls) [�], learning
techniques [�] and/or identification of deviations from a priori statistics [�]. The
focus of our work is not on the malformed SIP messages but rather on the
identification and characterization of SIP dialogs. In [�] support-vector-machine
classifiers were adopted to label incoming SIP messages as good or bad. A SIP
message lexical analysis was developed to filter the messages that are not formed
according to the standard and in a second stage a semantic filter was applied to
the stream of the surviving messages to remove syntactic errors. The work in [�]
models the SIP operation as a discrete event system where the state transitions of
the SIP dialog are described through a probabilistic counting deterministic timed
automata. The description includes the characterization of the SIP sequences
and their timmings, which are used a posteriori to detect deviations from the
models. Contrary from [�], in our work we do not assume a fixed probabilistic
model of the SIP operation. Instead, we are interested in monitoring the SIP
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messages to characterize the SIP dialogs through the sequences and subsequences
that compose them, as well as their occurrence probability.

�.� Sequential Pattern Mining

Sequential Pattern mining (SPM) was introduced in [�] by Agrawal and Srikant.
SPM is defined as a data-mining technique that discovers sequences of frequent
item-sets in a data repository. The goal of sequential pattern mining is to extract
relevant patterns of data that can bring additional information present in the
data repository. To better understand this technique a few concepts must first
be introduced:

Definition �. Let I = { I1, I2, I3, ..., In } be the set of all items. An item-set

can be viewed as a non-empty, unordered collection of items.

The item-set is denoted as (x1 x2 ... xq), where xk is an item. The brackets
are omitted if an item-set has only one item, that is, (x) is written simply as x.
An item-set can not have the same item repeated, but the item can be repeated
in di�erent item-sets. In a SIP scenario the items are the request and response
messages (e.g. INVITE, ��� OK, etc.). The item-set is composed by the set of
messages of a SIP dialog exchanged at the same time, being usually a set of
cardinality � due to the low probability of observing a transmission of � or more
SIP messages belonging to the same SIP dialog.

Definition �. A sequence is a lexicographically ordered list of item-sets (events),

such as S = <e1 e2 e3 ... el> where the order of the item-sets has an important

role. In this case e1occurs before e2. The event ej is also called an element of S

[�].

Definition �. The support of a sequence S, denoted as ‡(S), is defined as [�]

"The total number of sequences of which S is a subsequence divided by the total

number of sequences in the data repository D", whereas the support count of a

sequence S is the total number of sequences in D of which S is a subsequence.

Definition �. A subsequence S’ of S is denoted by S’ ™ S. Formally, a sequence

a=<a1a2...an> is a subsequence of b=<b1b2...bm>, and b is a supersequence of

a, if there exist integers � Æ i1 < i2 < . . . < in Æ m such that a1 ™ bi1, a2 ™ bi2,

. . . , an ™ bin [��].

A sequence can only be considered frequent, if its support count (frequency)
is greater or equal than the user-defined minimum support. Since in sequential
pattern mining only frequent sequences are considered, those who do not fit this
category are discarded (pruned) from the final result. An example of what a
sequential database may look like is shown in table �.

The use of sequential pattern mining can be a great advantage in telecommuni-
cations, especially when applied to protocols, since it could predict their behaviour
by analysing frequent patterns of signalling messages that are exchanged between
users.
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Table �: Sequential database.
Sequence ID Sequence of items

� <a(abc)(ac)d(cf)>
� <(ad)c(bc)(ae)>
� <(ef)(ab)(df)cb>
� <eg(af)cbc>

Next we introduce three SPM algorithms adopted in this work:

GSP: The Generalized Sequential Patterns algorithm is defined as being an
apriori-based, since it relies on the following a priori property [��]: “All nonempty

subsets of a frequent itemset must also be frequent”. GSP uses the downward-
closure property of sequential patterns, which means if a given sequence cannot
pass a pre-defined minimum support it will not be considered as frequent, and all
sequences that are built around this sequence will not be considered. It adopts a
multiple-pass, candidate generate-and-test approach. Each time GSP passes the
database it generates candidate sequences to test their frequency. If candidate
sequences are not frequent they are discarded and this process is repeated until
all sequences are covered or there are no more frequent sequences;

SPADE: This algorithm was developed by Zaki [��] and makes use of ver-
tical data format in order to find frequent sequences, whilst reducing the number
of passes in the sequence database. Here the new database becomes a set of
tuples of the form <itemset : (sequence_ID, time_ID)>, where this set of ID
pairs forms the ID_list for the itemset. In order to discover length-k sequences,
SPADE joins the tuples of any two length-(k-�) subsequences. The procedure
stops when no frequent sequences can be formed by this join operation;

PrefixSpan: This algorithm follows a pattern-growth approach [��] and is
based on the general rationale of examining only the prefix subsequences and
project their corresponding postfix subsequences into projected databases. In
each projected database, sequential patterns are generated by exploring only
local frequent patterns. This algorithm employs database projection in order to
shorten the database on the next pass, which in return speeds up computation.
In this method there is no need for candidate generation, since it recursively
projects the database according to their prefix.

Next we briefly summarize the three algorithms with regard to the costs as-
sociated with computation time and memory consumption:

GSP: Because it is an apriori-based algorithm that explores a candidate generation-
and-test approach, GSP exhibits a few disadvantages such as: Excessive candi-

date generation, since the set of candidates include all possible permutations of
elements and repetition of items in a sequence; Multiple scans of the database,
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to find length-k sequential patterns the database must be scanned k times; Di�-

culty to mine long sequences, due to the fact that a long sequence contains
an explosive number of subsequences, which need to be generated and tested.
These features make GSP computationally expensive, needing a huge memory
consumption in order to maintain the candidate sequences. Although GSP is able
to generate all possible sequential patterns its computational performance is low;

SPADE: Experiments conducted in [��] have shown that SPADE outperforms
GSP by a factor of two in terms of computation speed at lower values of support,
being similar when the support count is at higher values. The great benefit of
SPADE comes from the improvement in the running time after the length-�
sequence pass, since both algorithms spend roughly the same time in computing
length-� sequences;

PrefixSpan When compared to GSP and SPADE, PrefixSpan achieved in
general a better performance, both in memory consumption and in computing
time. The main reason for this is related with the pattern-growth based approach,
which tries to avoid candidate generation as much as possible. This leads to a
higher number of useful sequences. PrefixSpan reduces the search space by using
projected databases decreasing the amount of information to process. The main
cost of this algorithm comes from the generation of the projected databases.

� System Description

�.� Experimental Testbed

The data repository used in this work was obtained through the generation of
SIP messages considering multiple SIP dialogs. The SIP dialogs were generated
with SIPp [��], which is a free Open Source SIP tra�c generation tool. SIPp
allows the creation of customized XML scenarios to define which messages are
exchanged between the SIP end users, allowing the occurrence of errors in the
transmission of the SIP messages.

The structure of the experimental testbed is illustrated in Figure � and is based
on the architecture described in [��], which merges a GSM radio network with an
IMS core network. OpenBTS architecture [��] is also integrated, which includes a
SIP server (Asterisk) a Short Message Service (SMS) server (SMQueue) and a SIP
authorization server (SipAuthServe). The Asterisk SIP server is connected via an
Access Point to the SIP generator (SIPp). SIP messages can also be generated by
GSM terminals supported by a GSM cell implemented through Software Defined
Radio. The GSM terminals are supported by the OpenBTS software package,
which converts the GSM signaling in SIP signaling and vice versa. Additionally,
an IMS core is also available in the experimental testbed, allowing the generation
of SIP messages that can be routed to the Asterisk SIP server.
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Figure �: SIP Experimental Testbed.

�.� Data Acquisition and Preparation

In the architecture in Figure �, SIPp was used to establish SIP dialogs with the
Asterisk Server. The flow of the SIP messages starts from the SIPp Generator,
being then routed to the Asterisk server, which analyses the received SIP messages
and acts accordingly.

To generate tra�c in the SIP Tra�c Host a few SIP scenarios were defined
before-hand, as shown in Figure �. These scenarios were used to generate the
SIP dialogs to mine. In addition, some errors were introduced in the SIP dialogs,
forcing the loss of packets. The loss of packets was implemented in the SIPp XML
file, with the intent of simulating real-time events and represent deviations that
could occur during the SIP dialog. The generated data from these scenarios was
recorded in internal logs generated by the SIPp application, detailing each of the
SIP messages sent and received. The logs were then cleaned and converted into a
more compact format to be mined by the algorithms presented in Subsection �.�.
To achieve this goal the SIPp log files were processed using bash scripting with
the intent of isolating each message, whether it is a SIP REQUEST or a SIP
RESPONSE, by their type (e.g. INVITE, REGISTER, ��� OK), and by Call-ID.
The Call-ID is a globally unique identifier of a SIP call. A set of received and sent
SIP messages can contain the same Call-ID, therefore representing a time-ordered
sequence of messages that constitute a given SIP dialog. The aggregation of
messages by Call-ID and by type represent the time-ordered SIP sequence to be
mined.
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Assuming the scenario in Figure �a, which represents a successful INVITE
request, an ordered sequence of events can be defined through the signaling
messages exchanged between the client and the server. The session starts by
sending an INVITE message, which then waits for the server response. After the
acknowledgement by the client originating the invite, the session is established
until one of the actors (caller/callee) ask to end the call by sending a BYE message.
A possible sequence of SIP messages forming the SIP dialog can be represented
by: <INVITE, ��� Trying, ��� Ringing, ��� OK, ACK, BYE, ��� OK>. This
sequence of events represents the INVITE scenario, which is associated to an
unique Call-ID. Adopting a specific and predefined alphabet to represent the
di�erent types of SIP messages, such as the one represented in Table �, the SIP
dialog can be simply represented by the sequence < � �� �� �� � � ��>.

Table �: SIP message alphabet.
SIP message Character numeration

INVITE �
ACK �
BYE �
��� Trying ��
��� Ringing ��
��� OK ��

�.� SPM Algorithms

Since the goal of this paper is to quantify the performance of the algorithms
identified in Subsection �.�, a java implementation of these algorithms was
used in the performance tests. The SPMF library [��] was adopted in our work,

(a) INVITE Request. (b) REGISTER Request.

Figure �: SIPp Custom Scenarios.
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which contains an implementation of the three algorithms (GSP, SPADE and
PrefixSpan). The input file format for the algorithms consists of a text file where
each line represents a SIP sequence. Each item from a sequence is a positive
integer and the items from the same itemset within a sequence are separated
by single space. The value ≠1 indicates the end of an itemset. The value ≠2
indicates the end of a sequence (e.g. ”� -� �� -� �� -� �� -� � -� � -� �� -� -�” stands
for the sequence < � �� �� �� � � ��>, which corresponds to the SIP INVITE
dialog in Figure �a).

� Performance Evaluation

Several scenarios were considered in the mining task. The outcome of the mining
algorithms consists on all SIP signaling sequences and subsequences found in the
logs, allowing a descriptive and frequentist analysis. Since both algorithms receive
the same sequences as input, they will reach the same outcome of frequent subse-
quences, therefore the performance evaluation is centered on the computation
time and memory required by each algorithm. To evaluate the performance of
the selected algorithms two simple scenarios were chosen. The first one involves
longer SIP dialogs, i.e. having higher number of exchanged SIP messages, in which
the establishment of a session can have up to a length-� sequence SIP sequence.
The second scenario consists in a two messages SIP dialog resulting in a shorter
sequence. The goal is to analyze how each sequential pattern mining algorithm
behaves in the presence of di�erent sizes of sequences, which would result in the
mining of a di�erent number of subsequences. The sequential databases (obtained
from the logger) for each of the scenarios contain multiple samples of the same
sequence (e.g. < � -� �� -� > ).

To conduct this experiment two types of analysis were performed for each
algorithm: memory usage and processing time. Each algorithm was computed
five times for each sequential database, since the memory usage and computation
time are not deterministic. The results obtained in each computation were then
used to determine the average, the standard deviation and the error interval for a
confidence level of ��%. The SPMF software was run in a �� bit Windows �� OS
system with � GB of RAM and running over a Intel(RM) Core(TM) i�-����HQ
CPU @ �.��GHz.

�.� Long sequence

In this test the size of the sequential database ranges from ���k sequences to
���k, being its size restricted by the available RAM. Figure � represents the
memory usage and computation time for the di�erent number of sequences. For
each SPM algorithm the markers with the error bars represent the average values,
while the lines approximate the linear trend that best fit the average values.
Analyzing the results depicted in Figure �b, it can be seen that in terms of
computational time PrefixSpan is by far the fastest algorithm. PrefixSpan also
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Figure �: Long sequence performance analysis

confirms this observation as the number of sequences in the database increases
from ���k to ���k. Regarding the SPADE algorithm, although slower than
PrefixSpan still outperforms GSP in terms of computing time. In Figure �a GSP
appears to be the most e�cient in memory consumption, while SPADE is the
one that consumes more RAM. An explanation for this can reside in the fact that
the test was executed with a data-set that did not use prunning, since the same
sequence was repeated several times in the database. By doing so the support
count was virtually nonexistent since every sequence would pass the support
test. In this case it is expectable that SPADE underperforms because the lack of
prunning leads to higher memory consumption.
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�.� Short sequence

In this case the size of the database ranged from � million sequences to � millions,
due to fact that smaller sequences would result in fewer subsequences, consuming
less memory. The results obtained in the short sequence scenario, plotted in
Figure �, show that although the computation time increases with the number
of sequences considered in the sequence database. A linear trend is observed in
the three algorithms as the number of sequences grows, similar to the observed
in longer sequences. However, unlike in the previous test, SPADE is now the
slowest algorithm with an exception to a few points, were GSP obtains a similar
computation time. Despite the experimental results pointing to a change in
behavior of the algorithms in face of smaller sequences, by analyzing the pattern
deviation of the obtained results we can observe that there is a big uncertainty
(see the error interval). The uncertainty could be explained by the fact that
the implementation of the algorithms are not e�cient enough to handle small
sequences that do not require pruning, since they generate additional resources
(vertical and projected databases) that are not needed in this case.

In terms of memory, PrefixSpan proved to outperform the other algorithms
when handling smaller sequences (despite the lack of pruning) and SPADE
exhibits the lowest performance.
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Figure �: Short sequence performance analysis.
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� Final Remarks

From the experiments conducted in this work we can conclude that sequential pat-
tern mining algorithms could potentially be a great aid in identifying behavioral
anomalies in telecommunication protocols, and categorizing their data.

Given a SIP message log in the form of a sequence S, these techniques can be
used to discover every possible combination of subsequences that can be formed
from S, in a relatively short time, especially when the PrefixSpan algorithm is
adopted. This is observed for both long and short sequences.

The subsequences extracted from the SIP dialog can also add a great value,
as they represent statistical information of the larger sequences, since each subse-
quence has a probability to belong to a known sequence. The o�ine analysis of the
SPM algorithms can support other algorithms to predict SIP dialogs in realtime,
by using the probabilities of observing certain sequences and subsequences. SPM
algorithms are also useful in the classification of each scenario by their frequent
sequences, since for a given sequence S the sequential pattern mining algorithms
always generate the same subsequences that can be built by decomposing the
sequence S. The set of subsequences can be seen as a Fingerprint of the original
sequence and may be used to identify a longer sequence that corresponds to a
certain type of SIP dialog (e.g. anomalous or non anomalous).

As mentioned before, this work is a first step to analyze SIP dialogs in terms
of occurrence of signaling patterns. Future work includes real time data analysis
of the SIP dialogs to detect anomalies, where the o�ine analysis can be seen
as an intermediate step, by priorly identifying non-anomalous patterns of SIP
dialogs.
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