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ABSTRACT The emergence of the Internet of Things concept has provided a great vision for the techno-
logical future, intending to enable the extraction and comprehension of information from the environment
around us, making use of the interaction and cooperation between several technological devices. The example
of Smart Homes, in particular, aims to integrate these devices into households, enabling the automation
of tasks previously performed by humans, to simplify their daily lives and create a more comfortable
environment. However, many of these devices fail to keep their promise, since they were not developed
taking into account the frequent change of habits and tastes of the user, being necessary reprogramming
of the device to follow the new behaviors. Taking this problem into account, this article presents the
design and end-to-end implementation of a voice-activated smart home controller for intelligent devices,
deployed in a real environment and validated in an experimental setup of motorized blinds. The architecture
of the proposed solution integrates evolvable intelligence with the use of an Online Learning framework,
enabling it to automatically adapt to the user’s habits and behavioral patterns. The results obtained from
the various evaluation tests provide a validation of the operation and usefulness of the developed system.
The main contributions of this work are: I) design of a smart home controller’s architecture; II) end-
to-end implementation of a smart home controller and respective guidelines; III) open-source dataset of user
behavior from the smart blinds scenario; IV) comparison between Online and Offline Learning approaches.

INDEX TERMS Internet of Things, machine learning, smart home, evolvable devices, smart blinds,
voice-activated devices.

I. INTRODUCTION
In order to keep up with the latest technological trends, many
manufacturers are now launching what are called ‘‘smart
devices’’ on the market. The emergence of these devices has
driven Internet of Things’ vision of intelligent environments
such as smart buildings and smart homes [1]. Increasingly,
consumers are bringing home intelligent devices such as
televisions, light bulbs, fans, heating systems, or even blinds.
To further simplify the integration of all these devices, smart
home hubs have emerged, often integrated with a personal
assistant, being now possible to carry out a large number of
tasks withoutmuch effort, often at a distance of a simple voice
control (’’Alexa, turn on the lights’’), or even through simple
automations that do not require any input from the user.
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The development of Artificial Intelligence techniques,
such as Machine Learning (ML), has further boosted these
ideas [2]. The objective of using these techniques in smart
homes is to improve their efficiency and responsiveness to
the needs and routines of the inhabitants by anticipating them
instead of relying on direct commands or pre-programmed
scenarios [3]. Furthermore, ML allows the home to recognize
different inhabitants and profile their actions individually to
learn their behavioral patterns. This information can be later
used to detect anomalous behavior which could be a sign
of user health or safety risk, or to make energy consump-
tion more efficient in the house [4]. These paradigms have
given rise to several new approaches in the context of intel-
ligent home devices, however, despite their ability to drive
the evolution of intelligence in these devices and to enable
solutions capable of adapting to the habits and preferences of
their users, many manufacturers do not fully accompany this
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transition. Many of these devices are still based on classical
and low intelligence programming. Developing smart home
solutions with devices like these becomes a complex process,
with the software having to be customized for every different
home and family, and having to be updated as the family’s
lifestyle changes. The majority of users do not have the capa-
bilities necessary to address the programming task, and the
alternative of hiring professionals to perform such upgrades
is quite expensive and inconvenient. The need then arises for
a solution that allows devices to observe and adapt to the
lifestyle and tastes of the inhabitants of the house in order
to learn how to anticipate and accommodate their needs [5].

Taking into account the challenges that arise from the
existing ‘‘smart devices’’ described above, it should be clear
that a new solution is in need. As so, the following research
question is posed:

RQ: How can evolvable intelligence be implemented in a
smart home in order to enable its automatic adaptation to a
given user’s habits and preferences?

As a hypothetical solution to this problem, it is proposed
the use of Online Learning techniques, an area of ML, to cre-
ate a smart home controller capable of adapting to the habits
and preferences of the user and capable of evolving with
the same. In this work, a smart home controller was used
to control motorized home blinds, creating a functional and
convenient smart blinds solution.

The remainder of this document is structured as follows:
In Section II it is presented the related work present in the
literature and some challenges and gaps are drawn. Section III
presents an overview of the implementation process (Sub-
section III-B) and the methods and tests used to validate
functioning of the proposed solution (Subsection III-C). Next,
in Section IV, the results obtained from the various tests will
be presented, as well as a discussion and critical evaluation
of the same. Additionally, some limitations of this work are
raised in Section V. Finally, Section VI presents the conclu-
sions that were drawn from this work, and some suggestions
for future work are presented.

II. RELATED WORK
Even before the Internet of Things (IoT) concept appeared,
there was already a futuristic vision of intelligent and con-
nected houses capable of anticipating any needs of their
residents, where the house’s subsystems act autonomously,
and always aware of each other.

Varied approaches can be found in the literature, ranging
from traditional programming toML-based solutions, hoping
to improve comfort, energy efficiency, or even activity recog-
nition, sharing a common goal of achieving an automated
ubiquitous house and improving human life.

In an effort to better comprehend what has been previously
done, a thorough analysis of different publications related
to smart homes and smart home controllers was carried
out. Table 1 summarizes the findings from this assessment,
extracting from each article the key information required to
address the research questions of the study. This includes the

application setting and methods reported by the respective
authors, as well as other relevant criteria. Their definitions
in the context of the present work are provided below:

• Real-time: Applications that can receive data and act on
it immediately;

• Adaptability: Refers to the ability of a system to learn
autonomously and continuously, without human inter-
action;

• ML: Another criterion considered was the presence of
ML in the system, and with it, what type of data was
used;

• Validation: The validation method was also considered
since real implementations can be of greater value than
simulations;

• Communication: To better understandwhat technologies
are being used in such applications, the communication
method was analyzed;

• Voice Control: Finally, since IoT and smart homes are
two of the main focus of this article, the presence of
voice control is deemed as a necessary criterion.

From the analysis of Table 1, it is possible to arrive at
several conclusions in regards to the current state and trends
of smart home research. As can be seen, the Real-Time crite-
rion is one of the most common design properties among the
publications included in this analysis, being that more than
half have included this aspect in their implementations. It is
also worth noting that although several authors mention the
importance of real-time and adaptable systems, many fail to
implement them. Taking this into account, only the authors
that show a concrete implementation of a real-time, adaptable
system, are classified as such.Moreover, the lack of adaptable
solutions found in the literature is considered a limitation
of such systems. This will therefore be an important aspect
to consider for the hereby proposed solution. Adaptability
should be ensured in order to overcome such limitations from
previous work.

As expected, most of the analyzed work uses ML tech-
niques as their main method due to the inherent ability to
adapt and learn autonomously. Nonetheless, it is interesting
to see the coverage of different techniques that range from
simple supervised learning applications to complex multidis-
ciplinary systems. Furthermore, there is a careful considera-
tion when choosing training data, being that real datasets are
primarily used. There are although, those that still opt for syn-
thetically generated data due to limitations like data availabil-
ity, quality, and related issues. Additionally, synthetic datasets
can pose as slightly unrealistic and oversimplified scenarios
for testing and validation. For example, Dinata et al. [19]
propose an improvement to the Very Fast Decision Tree
(VFDT) [21] algorithm (to which it was called VFDT++),
VFDT++), which proved to be the best at predicting a simple
luminaire’s state (ON or OFF) algorithms. The tests were
performed on the dataset CASAS [20] with some modifica-
tions and restricted to one month of data, where it is assumed
that the dataset is stationary, non-temporal, and there are no
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TABLE 1. Overview of some related work present in the literature. Legend: RT - Real-Time; A - Adaptability; ML - Machine Learning; VC - Voice Control.

changes in user habits. As mentioned before, these restric-
tions to the dataset do not mimic real human behavior and
could be improved by introducing more changes in user’s
behavior.

There is still a large number of researchers that test and
validate their results only through simulations of real scenar-
ios. This translates into the possibility of obtaining results
that are not replicable in real environments. Although not
always possible, the implementation and deployment in a real
environment of a system allows for better evaluation and to
derive observations with greater certainty and reliability.

Given that IoT has been one of the most popular topics
in recent years, it is normal that more recent works adopt
wireless communication techniques that are typical of this
topic, while older solutions still use wired communications.
Unfortunately, voice control is not yet widely adopted. It is
believed that through speech recognition techniques imple-
mented in a smart home controller, it may be possible to create
a more practical, hands-free solution.

The vast majority of these solutions follow a central-
ized intelligence architecture where there are several devices
responsible for taking information from the surrounding envi-
ronment and acting on it, connected to a controller that con-
tains all the necessary logic to monitor and automate them.
Another option would be to integrate the intelligence directly
into the actuating devices, enabling them to locally process
the collected data, providing faster responses with no need to

consume time in communication, however, architectures of
this type are still not very common (at least in ML applica-
tions) due to the reduced computational capacity of micro-
controllers and lack of quantitative analyses about the perfor-
mance of common ML algorithms on such devices [22].

For the solution proposed in this article, all these factors
were considered. The goal is to develop and deploy in a
real environment a real-time, adaptable smart home controller
using ML techniques (e.g. Online Learning). A centralized
intelligence architecture will be used where the ML model,
the voice control, and the user interface will be implemented
in a single controller device connected to several actuator
devices. The ML model will be trained with data collected
from a real environment, and both it and the smart home
controller as a whole will be validated in a real environ-
ment, under real conditions. Following the IoT vision, it was
decided to use wireless communication.

III. MATERIALS AND METHODS
A. SYSTEM DESIGN
The proposed architecture described in this chapter seeks to
take advantage of some characteristics of ML, namely, its
ability to learn and to distinguish patterns not perceptible to
the human being. More specifically, Online Learning tech-
niques were used, in order to obtain an intelligent solution
capable of adapting and evolving with the user. The pro-
posed solution also integrates the possibility of voice control,
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FIGURE 1. Smart home controller architecture overview.

control over a mobile application or through a web interface.
All these features must be implemented in a single device
(a Single Board Computer) small, light, compact and
portable.

In order to predict and adapt to the user’s behaviors,
the controller must be composed of several modules, respon-
sible for different aspects of the system. As can be seen
in Figure 1, the proposed architecture for the smart home
controller is composed of three main modules, a Speech
Recognition Platform (SRP), an IoT Framework (IoTF) and
the Adaptive Controller (AC). The SRP is responsible for
converting the user’s voice commands into machine percep-
tive intents. The IoTF serves as the middleman between the
SRP and the several integrated smart devices, translating the
user’s intents into actions recognized by the devices for which
they are intended. This module also serves to provide a graph-
ical user interface, via a web page or mobile application. The
interaction between the user and the controller is restricted
to requests made through the SRP or one of the available
graphic interfaces. Finally, the AC contains a ML model that
is trained on the behavioral patterns of the user to predict
the output of the device being controlled. Although security
and privacy issues are not the focus of this work, normal
functioning without an Internet connection was considered
as a requirement for every module, to avoid having the user’s
voice processed elsewhere other than in the controller and to
avoid having to rely on a good Internet connection. As such,
all devices are interconnected using a local area network
without Internet connection.

The smart home controller is capable of controlling most
smart devices, however, validation was carried out with the
use of developed smart blinds. The blinds are connected to the
controller, more specifically to the IoTF and the AC to receive
commands and send updates on its status. Both the SRP
and the IoTF support other devices, however, the AC only
supports the developed smart blinds. This solution integrates
four sensors, two brightness and two temperature sensors.
Each pair of sensors (one temperature and one brightness)
is placed on the interior and exterior portion of the blinds to
collect data in real time, both outside and inside the room
where the blinds would be installed. This data will then be
used as training features for the ML model.

B. IMPLEMENTATION
This subsection describes the implementation of the smart
home controller and the smart blinds, detailed in Subsec-
tion III-A. The device chosen for the smart home controller
was Raspberry Pi 4 Model B (4GB RAM version)1 for its
computational capacity given the physical size of the device,
compatibility with other platforms used, native Python lan-
guage support, among others. This device integrates the SRP,
IoTF, and AC modules.

The SRP that was chosen is Rhasspy2 since it is the best
open-source platform found that meets the requirements of
the system. This platform supports several communication
protocols, including Message Queuing Telemetry Transport
(MQTT) and Hypertext Transfer Protocol (HTTP), which
were used in the development of this project. It can function
completely disconnected from the Internet and offers com-
patibility with Home Assistant (HA).

For the IoTF, HA3 was the used platform, as it is a an
open-source smart home gateway that runs locally on the
device where it is installed, offers integration with various
devices and platforms, and is fairly simple to configure.
Furthermore, it does not require an Internet connection for all
functionalities and allows control of devices through amobile
application or a web-based graphical interface.

Two microcontrollers, a NodeMCU4 development board,
and an Arduino Nano,5 were used to control the smart blinds,
responsible for communication and position control of the
blinds respectively. The rotation direction of the blinds is con-
trolled by relays, and the sensors used tomeasure temperature
and brightness are the MCP980856 and BH17506,7 chosen
due to their ability to communicate via Inter-Integrated Cir-
cuit (I2C) with the possibility of multiple addresses. To facil-
itate the integration of the blinds with HA, the ESPHome8

platform was used, a system specially developed to con-

1https://www.raspberrypi.org/products/raspberry-pi-4-model-b/
2https://rhasspy.readthedocs.io/en/latest/
3https://www.home-assistant.io/
4https://nodemcu.readthedocs.io/en/latest/
5https://store.arduino.cc/arduino-nano
6https://ww1.microchip.com/downloads/en/DeviceDoc/25095A.pdf
7https://www.mouser.com/datasheet/2/348/bh1750fvi-e-186247.pdf
8https://esphome.io/index.html
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FIGURE 2. Finished prototype. (Left) front view. (Right) electronics
enclosure.

trol ESP8266/ESP32 development boards (NodeMCU in this
case) through HA. The main programming languages used in
the development of the smart blinds were Python and C++.

To choose whichMLmodel to incorporate in the AC it was
necessary to collect data on temperature, brightness, and the
position of the blinds in a real-life scenario. For this purpose,
the first author of this article was used as a study subject and
the necessary information was collected using a NodeMCU
and temperature and brightness sensors. The sensors used are
the same ones that are part of the smart blinds. The AC was
developed from scratch using the Python language, one of
the most common languages in ML implementations. The
operation of this module strongly depends on the use of the
Advanced Python Scheduler (APScheduler)9 and the Eclipse
Paho MQTT Python Client10 libraries.
The total cost of the implementation of the smart home

controller and the logic behind the smart blinds was kept
under 100e (one hundred euros), resulting in a low-cost,
modular solution, following IoT’s vision for smart devices.
Two views of the smart blinds’ finished prototype can be seen
in Figure 2.

1) SPEECH RECOGNITION PLATFORM
As mentioned in Subsection III-A, the smart home controller
must work without an Internet connection, which means the
same for all its modules. As so, the chosen SRP was the
Rhasspy V2.5 platform, ‘‘an open source, fully offline set of
voice assistant services’’2, optimized for communication via
MQTT, HTTP, andWebsockets, and with built-in support for
HA.

Rhasspy also offers a web interface that allows configur-
ing, programming, and testing the voice assistant remotely.
It supports several languages including English, and offers
multiple services such as Speech to Text, Text to Speech,
and Wake Word detection. At a high level, Rhasspy operates
by transforming audio data into JavaScript Object Notation
(JSON) events (as can be seen in Figure 3).

9https://apscheduler.readthedocs.io/en/latest/
10https://www.eclipse.org/paho/

FIGURE 3. Processing of voice commands into JSON events.12.

Listing 1. Voice command specification excerpt.

Although it supports open-ended speech recognition,
the best performance is achieved by defining all the possible
voice commands beforehand in a compact, text-based format,
specific to this platform. An excerpt of the used voice com-
mands can be seen in Listing 1.

In the example above, each group of sentences specify
a different user intent, identified by the name in brackets
(OpenCover, CloseCover, and ControlCover). In
the first intent, OpenCover, the rule areas contains the
names of all the house divisions where smart blinds are
installed, and so, there is no need to program a different intent
for each set of smart blinds. In this example two blinds were
used, one in the Kitchen and one in the Bedroom.
For audio capture, the ReSpeaker 2-Mics Pi HAT,13 an

expansion board for Raspberry Pi was used. This board,
specifically developed for voice assistant applications, has
two microphones and two sound output interfaces. For sound
reproduction, a simple three Watt speaker connected to
ReSpeaker 2-Mics Pi HAT’s JST 2.0 interface was used.

2) IoT FRAMEWORK
For the IoTF, the HA platform was used, based on the Python
language, this platform is able to run on a simple system like
a Raspberry Pi. It provides the ability to track, control, and
automate smart devices, through a customizable Graphical
User Interface (GUI), accessible from a mobile app or a web
page. Home Assistant has built-in integrations for multiple
devices from different manufacturers and also multiple plat-
forms (like Rhasspy and ESPHome, used in this project).
As it runs locally, no Internet connection is needed for most
functionality. Information about the status of an entity, like
historical values of sensors and blinds current position, can
be accessed through HA’s Lovelace dashboard, available in

12Adapted from https://rhasspy.readthedocs.io/en/latest/whitepaper/
13https://wiki.seeedstudio.com/ReSpeaker_2_Mics_Pi_HAT/
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Listing 2. Intent script example.

FIGURE 4. Smart blinds’ topology.

web page and mobile app format. Intent handling is done by
manually adding the intents and desired actions to an intent
script file. As with all the configuration files in HA, this
file uses the YAML language. Listing 2 contains an example
of the user configuration for one of the intents specified in
Listing 1.
The variables area and position are sent from Rhas-

spy as slots in the JSON event. These slots contain the area of
the house the targeted smart blinds are installed and the posi-
tion they’re required to change to. These variables are then
used to construct and send a proper response to Rhasspy’s
Text to Speech service, and to send the requested position to
the smart blinds.

3) SMART BLINDS
The logic behind the blinds’ control was divided into two
modules, the Position Controller, responsible for making the
blinds motor actuate to reach the requested position, and the
IoT Interface, responsible for communicating with the smart
home controller and reading the sensors. Figure 4 presents a
simplified version of the implemented smart blinds’ architec-
ture.

The communication between these two modules is
done with a Universal Asynchronous Receiver-Transmitter
(UART) connection. The IoT Interface sends the desired
position to the Position Controller, and once it is reached,
the latter will inform the first with the final state. The Position
Controller is also responsible for notifying the IoT Interface

of when the user manually sets the blinds’ position through
the switches.

For the Position Controller, an Arduino Nano, a rotary
encoder, and a three-relay module were used. The Arduino
Nano is responsible for the logical part of the module, receiv-
ing information from the rotary encoder, and controlling the
relay module. The rotary encoder is responsible for translat-
ing the motor rotation into steps and direction, perceptible
by the microcontroller. Due to the cheap nature of the rotary
encoder, some digital debouncing was necessary, for which it
was used the code developed by J. Main.14 Finally, the relay
module is responsible for actuating the blinds’ motor.

The IoT Interface is composed of a NodeMCU and four
sensors. To program the NodeMCU, the ESPHome platform
was used, which offers greater control of the ESP8266 and
ESP32 microcontrollers through simple but powerful con-
figuration files, and easier integration with HA. Through a
simple configuration file in the YAML format, it is possible
to connect NodeMCU with all the necessary platforms and
sensors. Different protocols were used to communicate with
the smart home controller. For the IoTF, ESPHome’s propri-
etary protocol is used due to greater simplicity of integration
with HA, and for the AC the MQTT protocol was chosen,
making use of Rhasspy’s internal MQTT broker. The sen-
sors that integrate this module are responsible for collecting
temperature and brightness data, from inside and outside the
room where the blinds are installed. For this purpose, two
MCP9808 temperature sensors and two BH1750 brightness
sensors were connected to the NodeMCU using I2C.
Each set of smart blinds is designed to work alone and

to not depend on other smart blinds. In case the blinds fail
to communicate with the smart home controller, the user
will be notified in the graphical interfaces and can no longer
control that set of smart blinds through voice or application,
nevertheless, the smart blinds will remain operational through
manual control and, will retain all information about position-
ing until a new connection is possible with the smart home
controller. Furthermore, if the smart blinds fail to reach the
desired position at any time, the user will be notified, and all
operations regarding that set of smart blinds will come to a
halt until the manual override of the user, thus protecting the
system against external problems.

4) ADAPTIVE CONTROLLER
The AC is responsible for interpreting the behavioral patterns
of the user and make predictions on them. As such, this
module aims to collect information from the smart blinds
connected to the controller and send the commands with the
position predicted by its integrated ML model.

For this module, a discovery concept has been imple-
mented, where blinds publish their information on the dis-
covery topic and are automatically ‘‘discovered’’ by the AC.
To each set of smart blinds, a different ML model is created,
which is later trained and saved with a user specified fre-
quency. The models undergo a training period (also specified

14https://www.best-microcontroller-projects.com/rotary-encoder.html
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by the user) where no predictions are sent to the smart blinds.
Once the training period has passed and the user has activated
predictions, these are sent to the smart blinds specific for that
model. The predictions made refer to the position the blinds
will be at in the next timestep. However, if the blinds’ position
is changed in between predictions, the AC will acknowledge
a wrong output and prevent additional messages from being
sent to the smart blinds for a user specified timeout period.
This behavior is based on the implementation made in [5]
where the user’s override of the controller’s prediction is
taken as a cue to learn.

As a safety measure, this module is prepared to recognize
if one set of smart blinds fail to communicate. In that case,
the AC will pause all operations for that specific set of smart
blinds until it is able to reconnect. This way, the whole system
can continue normal functioning even if one or more set of
smart blinds fail.

C. TESTS AND VALIDATION
This subsection serves to describe the methods and scenarios
used to validate and analyze the results obtained from the
tests performed on different ML models. The tests were
performed on three different scenarios in order to evaluate
the performance of Online Learning models in comparison
with the more traditional Offline Learning approach. These
models will later be responsible for predicting the smart
blinds’ position.

For evaluation, the metrics used are Mean Absolute Error
(MAE) and RootMean Squared Error (RMSE), being that the
latter was given greater importance since it is more sensitive
to outlier errors [23]. A rolling window was also used for
these two metrics to analyze their value in an observation
window equivalent to one week. Both these metrics use
the same scale as the data being measured, which in this
case, corresponds to the opening percentage of the blinds
(%). Additionally, all the evaluations were performed using
a filter that restrains the predicted value between 0 and 100,
preventing the models from predicting impossible positions.
Results without this addition were ignored since only score
improvements came from its use.

1) DATASET CHARACTERIZATION
Within the context of ML, regression can be defined as the
process of using data to predict a correct real-value con-
tinuous quantity [24]. In Online Learning, such process is
derived from the analysis of streamed labeled training data,
which later enables a model to learn and adapt in a continuous
way [25].

For this project, a dataset was created containing temper-
ature and brightness measurements of the inside and outside
of a room equipped with the developed smart blinds. These
features were labeled with the position the smart blinds were
at for that given moment. The measurements were taken by
the minute, over a period of approximately three months,
following the real behavior of one of the authors. To increase
the number of features and facilitate model convergence,

additional features were added, like timestamp decomposi-
tion features (i.e. quarter, month, day of the month, etc.) and
holidays and light flags which indicate whether the day is a
holiday and whether the light of the room was on or off when
the measurement was taken. Finally, since the purpose of the
model is to predict the blinds’ position at the next timestep,
a shift of the label was performed and the last example (now
labelless) was eliminated.

The final dataset is then left with a size of 121,751 exam-
ples, containing 14 features and one label. Other three ver-
sions of this dataset with larger time intervals between
examples were created namely, five, ten, and thirty-minute
intervals.

2) SCENARIO A: OFFLINE
For the Offline Learning scenario, five models were selected
from the scikit-learn [26] library, Random Forest Regressor
(RFR), Extra Trees Regressor (ETR), Passive Aggressive
Regressor (PAR), K-Nearest Neighbors Regressor (KNNR),
and Linear Regression (LR). The dataset was divided into
two parts, the training and the test sets, with two thirds
and one third of the total dimension respectively. A 10-fold
cross-validation was performed on the training set to obtain
training results. Themodels were then retrainedwith the same
data and only predictionsweremade on the test set, to validate
the performance of the models on unseen data. The same tests
were conducted on the remaining three datasets (with five,
ten, and thirty-minute intervals).

3) SCENARIO B: ONLINE
To obtain a faithful comparison, the models used in this
scenario are equivalent adaptations of the models used in
Scenario A, with some exceptions. The Adaptive Random
Forest Regressor (ARFR), Hoefding Tree Regressor (HTR),
Hoefding Adaptive Tree Regressor (HATR) from the Python
scikit-multiflow [27] library, and the PAR, KNNR and LR
models from the creme [28] library were used, keeping the
hyperparameters of the models of the two scenarios as close
as possible. For this scenario, the dataset was split in the
same way as in Scenario A. To evaluate model performance,
the prequential methodwas used on the training set. Similar to
Scenario A, the trained models then perform only predictions
on the test set to ensure good performance with unseen data.
It should also be noted that for this scenario, the metrics used
on the training set are slightly different. Since the models are
trained incrementally, first predictions are very uneducated,
as such, a one-week rolling window was applied to the MAE
and RMSE metrics. Finally, these tests were repeated for the
remaining three datasets.

4) SCENARIO C: TIME AND SPACE COMPLEXITY ANALYSIS
InOnline Learning problems there is a speed-quality trade-off
where complex models offer better results for more extensive
training, as opposed to simple and fast models that operate at
lower rankings while being able to handle the large flow of
data received rather quickly [29]. With that being said, in this
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FIGURE 5. Results obtained from: (a) scenario A; (b) scenario B.

scenario, a time and space complexity analysis of the used
online models is made. For this, all the models were trained
5-fold with an increasing number of samples and the respec-
tive training time and size in memory were measured.
To maintain coherence was used the same training process
of Scenario B. The results were analyzed using the big-O
Python library15 that estimates the complexity of Python
code, and the size of the models was measured using the
Pympler Python library.16 All the models were trained on the
same machine, a double core Intel R©Xeon R©CPU@ 2.30GHz
with 13GB of RAM.

5) SCENARIO D: HOLDOUT
This scenario intends to compare the two ML techniques in a
more realistic use case, were with the use of Offline Learning
there would be a necessity to retrain the models periodically.
Here, the offline models are trained with one month of data
and are used to predict the following month. The real values
of the predicted month are kept to train the models again, and
thus continuing the cycle. For the onlinemodels, a prequential
evaluation was conducted on a total of three months of data.
To better understand the results, only the two best performing
online models and equivalent offline models were studied.
A thirty-minute interval between examples was used.

IV. DISCUSSION OF RESULTS
At first, both the models from Scenario A and B were evalu-
ated only on the one-minute interval dataset, however, while
analyzing the training results, it was noticed that the results
from the analysis on the test set were much worse than the
training results, which indicate the presence of overfitting.
Furthermore, the models almost always predicted the value of
the label of the previous example. It was then hypothesized
that because of the great amount of consecutive same-labeled
examples, the models would forget previously learned infor-
mation upon receiving new examples, i.e. they suffered from
catastrophic interference [30]. This hypothesis is then backed
up by conducting the same tests on datasets with an increased
interval time between examples.

15https://pypi.org/project/big-O/
16https://pypi.org/project/Pympler/

As can be seen in Figure 5a, the results obtained from
Scenario A tend to worsen with the increase in interval time
for the training set. This is partly due to a decrease in data
quantity. However, the already higher error results from the
test set only show a slight decrease in quality that suggests the
reduction of overfitting. As for Scenario B, Figure 5b shows
the same worsening of results seen in the previous scenario,
but on the test set, a significant improvement in results can
be seen for higher time intervals. This can be explained due
to the fact that Online Learning models learn incrementally,
and as such, the streamed data cannot be shuffled, as opposed
to the data from Scenario A. The aforementioned behavior of
predicting the value of the previous label can no longer be
seen in the thirty-minute interval dataset. Typically only the
prequential method is used to perform the validation inOnline
Learning, however, due to the suspicion in the presence of
overfitting and catastrophic interference, it was necessary
to conduct further analysis on unseen data, with no further
training.

Comparing the results obtained from Scenarios A and
B, as expected, the average results for the test set with a
thirty-minute interval are better on the offline models, how-
ever, the best scoring online model (i.e. ARFR), offers a
lower RMSE score on both the ten and thirty-minute interval
datasets than any of the offline models. Taking a look at
Figure 6, it is possible to see the evolution of the online
model’s RMSE, where a slight decrease in value over time
is present, which indicates the models are adapting and effec-
tively learning. This behavior is much better seen in datasets
with lower intervals due to the higher example quantity,
however, as mentioned before, these are not very realistic due
to the learning problems encountered.

As for the better performing online models, the ARFR got
the lowest metrics values for both the ten and thirty-minute
interval datasets, being the first the better performing one
(with 7.078% MAE and 13.172% RMSE), followed by the
PAR online model (with 7.760%MAE and 16.316% RMSE).
Although ARFR performs better than PAR, it has a signifi-
cantly higher noise level, as it can be seen in Figure 7. The
smoother response to the opening and closing of the blinds
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FIGURE 6. Evolution of the online models’ RMSE for the training and test
datasets with 30-minute intervals between examples.

FIGURE 7. Predictions versus true value for ARFR and PAR online models.
Second plot presents a zoomed portion of the first plot.

present in the PAR model, can also be considered a point in
favor in this type of applications.

The obtained results from Scenario C were processed and
plotted. Figure 8 shows an estimation of the time complexity
of the Online Learning algorithms, this is, the training dura-
tion in seconds over the number of training samples, while
Figure 9 shows an estimation of the space complexity for
the same algorithms, measuring the size of the models in
bytes. In Figure 8, traces represent the average of the 5 values
measured, while the highlighted area represents the range of
measured values. Figure 9 on the other hand, only shows
traces since there is no size variance over the 5 runs. The
average values of each algorithm were further analyzed to
extract an estimation of the complexity in Big-O notation
form (actually, since this estimation is based on the average
value, this is called Big-2 notation), present in Table 2. The
process consists of fitting the measured values to common
complexities and selecting the best fitting one. As mentioned
before, these are only empirical estimations and do not neces-
sarily represent the real Big-O notation for these algorithms,
although, relevant observations can be derived from these
results.

With that being said, since the ARFR is an ensemble
model, it is safe to assume a greater complexity when
compared with the linear PAR, both for time and space.
This assumption is further backed up by the results present

FIGURE 8. Time complexity estimation of the Online Learning algorithms.
Traces represent the average value, while the highlighted sections
represent the range of measured values.

TABLE 2. Time and space complexity analysis of the Online Learning
algorithms. Legend: n - Number of training samples; k - Positive real
number (k > 1); c - Positive real number (0 < c < 1).

in Table 2. The ARFR has a polynomial time complexity,
while the PAR is of linear time complexity. This not only
means that generally, the ARFRwill take longer times to train
than PAR, but also that with the increase in the number of
samples the performance difference between the two algo-
rithms will be greater. It is also worth noting that while the
PAR is one of the fastest algorithms (taking approximately
60 milliseconds to train with 495 samples), the ARFR is
the slowest by far (taking almost 1 minute to train with
495 samples).

However, analysis of the time complexity does not suf-
fice. In Online Learning, the model will only train with a
single sample at a time, as such, the training time should not
vary significantly. In contrast, the same does not occur with
the space occupied by some models. Despite being trained
incrementally with just one sample, the models have to retain
information about what was learned. For some algorithms
this does not mean an increase in size, however, specifically
for tree-based algorithms, as they learn the trees will create
more leaves and grow bigger, thus occupying more space.
Even worse, ensemble algorithms like ARFR base their pre-
dictions upon multiple decision trees, adding complexity to
the algorithm. These claims are supported by Figure 9, where
it is possible to see a greater complexity of the tree-based
models over other models. Just like before, the ARFR is
the most resource-intensive algorithm, although in regards
to space complexity this algorithm is not alone, as other
three algorithms share the same complexity. Nevertheless,
the comparison between ARFR and PAR shows a signif-
icant difference not only in resource expenditure but also
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FIGURE 9. Space complexity estimation of the online learning algorithms. Plot (b) shows a zoomed in portion of plot (a).

space complexity, being that the ARFR is of a fractional
power complexity (easily reaching a size of 55 MB with just
500 samples), while the size of PAR remains constant with the
increase in the number of training samples (approximately
7 KB), which is perfect for IoT applications known for its
limited computational and storage/memory resources.

It is also possible to see the effect that pruning has on the
size of HTR. Pruning is a technique in ML that reduces the
size of decision trees by removing sections of it that are non-
essential, reducing the complexity of the final model. As can
be seen in Figure 9b, pruning is marked by the big slopes
present in the HTR trace, greatly reducing the memory size of
themodel. These slopes can also be seen in Figure 8, although
with an increase in training time since pruning includes more
steps to the algorithm.

Taking into account the final results of the tests performed
in Scenario B, the models added to the AC’s implementation
are the ARFR and the PAR, giving the user the possibility
of choosing between models and the respective time interval
between examples. It is recommended to use the PAR (with a
thirty-minute interval) as it has a lower time and space com-
plexity (as seen in the results obtained from Scenario C) and
lower noise. This also translates in a more resource-efficient
solution.

Finally, as can be seen in Figure 10, the tests performed
on Scenario D show better results for the online models than
those obtained by the offline models, especially between the
ARFR and RFR models. It is also possible to see a decline
in the value of the RMSE over time for the online models,
which suggests that better results could be obtainedwithmore
training. In addition, there is a decrease in the quality of the
offline models’ results for examples further away from the
training date, which indicates a lack of adaptation. Although
it may not be sufficient to conclude with certainty that Online
Learning techniques are strictly superior to more conven-
tional Offline Learning techniques, this experiment serves to
demonstrate the better adaptability of online models when
compared to offline models.

FIGURE 10. Online versus offline models.

As an indication of good performance, the achievement
of a 5% average error (represented by MAE) after two
months of training would mean the validation of the pro-
posed hypothesis. However, although this milestone was not
met, the obtained results appear to be quite promising. This
shows the benefits associated with the use of Online Learn-
ing algorithms in the adaptive control of motorized blinds.
It is foreseeable that with the increase in training examples,
the proposed models would converge in a more accurate and
better-performing solution.

V. LIMITATIONS
The restriction to three months of data may not be sufficient
to cover for changes in user’s habits since almost all the data
was collected during only one quarter of the year, which limits
the importance of this feature.The increase in interval time
between examples greatly reduces data quantity, posing as a
challenge for the models to learn with such a scarce resource.
Increasing the data acquisition period would mean a larger
dataset and a better validation would be possible, as well as
the identification of other possible problems. The presence of
additional features regarding user actions and location (like
in [5] and [17]) is believed to also help in a problem of this
nature.

Furthermore, during data acquisition, the outside sen-
sors were placed inside a closed box with a see-through
screen. The box was placed in a location exposed to direct
sunlight. This originates some incoherence in the collected
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temperature data given the presence of a green-house effect
inside the box. To overcome this problem, the placement of
the temperature sensor inside a Stevenson screen in a shady
place would be optimal.

Finally, the tests of Scenario C were performed in Google
Colab17 and thus were restricted to the 24 hour continuous
running period that this service offers. Although the data
gathered from this test was sufficient to make observations
upon it, more data would help reach conclusions with greater
certainty.

VI. CONCLUSION AND FUTURE WORK
This study proposes an architecture that focuses on the use of
Online Learning to develop a smart home controller capable
of controlling multiple connected devices according to the
user’s preferences and habits. The study of this controller
was applied to a real case scenario, using developed smart
blinds as a smart device. Needless is to say that the techniques
used here would easily be adapted to any other smart home
device. Here the presence of a common control platform for
all devices opens up the possibility of more complex systems
and the ability to communicate between all devices of a smart
home, making the IoT’s vision for intelligent environments a
step closer to being accomplished.

Nonetheless, the results obtained from the various evalua-
tion tests provide a validation of the operation and usefulness
of the developed system. Additionally, a time and space
complexity analysis of the used Online Learning algorithms
was made. From these, and answering the research question
raised in Section I, it is possible to verify that with the use
of Online Learning techniques, evolvable intelligence can be
implemented in a smart home controller, therefore creating a
solution capable of automatic adaptation to the user’s habits
and behavioral patterns. Moreover, it is expected that the
flaws and limitations of the architecture of the ML models
tested here, will serve to drive any future work in this area.
The datasets generated and analyzed in this study, are made
publicly available for reproducibility purposes. This data can
be found here: https://git.io/JtI5u.

To summarize, the main contributions of this work are:

I Design of a smart home controller’s architecture;
II End-to-end implementation of a smart home controller

and respective guidelines;
III Open-source dataset of user behavior from the smart

blinds scenario;
IV Comparison between Online and Offline Learning

approaches.

As future work, several modules present possibilities for
improvements. In the case of the smart blinds themselves,
hardware improvements would be beneficial for the accuracy
of the blinds’ position control. Also regarding this module,
hardware redundancies could be considered in future work,
where there could be a second device, ready to take action
in case of failure of the first. Further research on the subject

17https://colab.research.google.com/

of SRPs that work entirely without Internet access could
boost the development of more of these platforms, with better
performance than the one used here. Concerning the ML
models used, several different techniques could improve their
performance, being one possibility the use of a hybrid archi-
tecture, where at a first moment, while there was still little
data, the AC would be trained with offline models, and after a
certain time, the transition to online models would take place
to adapt the controller to changes in habits and preferences
of the user. The investigation of other ML techniques such
as Reinforcement Learning in the context of smart homes
would be another possibility for future work. Additionally,
although the system is not connected to the Internet, security
and privacy issues are still relevant and should be explored in
future work.
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