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Abstract Multidimensional Multiclass Genetic Program-
ming with Multidimensional Populations (M3GP) was orig-
inally proposed as a wrapper approach for supervised clas-
sification. M3GP searches for transformations of the form
k : Rp→ R

d, wherep is the number of dimensions of the
problem data, andd is the dimensionality of the transformed
data, as determined by the search. This work extends M3GP
to symbolic regression, building models that are linear in
the parameters using the transformed data. The proposal im-
plements a sequential memetic structure with Lamarckian
inheritance, combining two local search methods: a greedy
pruning algorithm and least squares parameter estimation.
Experimental results show that M3GP outperforms several
standard and state-of-the-art regression techniques, as well
as other GP approaches. Using several synthetic and real-
world problems, M3GP outperforms most methods in terms
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of RMSE and generates more parsimonious models. The
performance of M3GP can be explained by the fact that
M3GP increases the maximal mutual information in the new
feature space.
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1 Introduction

Genetic programming (GP) [13] is a machine learning algo-
rithm based on evolutionary search. It is mostly used to solve
supervised learning problems, such as classification and re-
gression. In classification, for instance, even though stan-
dard GP can achieve state-of-the-art performance on many
binary problems, it is often unable to handle problems with
multiple classes. To address this issue, a GP-based system
called Multidimensional Multiclass Genetic Programming
(M2GP) was proposed in [11], and then extended as Mul-
tidimensional Multiclass Genetic Programming with Multi-
dimensional Populations, or simply M3GP [21].

M3GP evolves a transformationk : Rp→R
d with p,d∈

N using a special tree representation, in essence mapping the
p input features of the problem to a new feature space of size
d. Afterward, M3GP applies the Mahalanobis distance clas-
sifier to measure the quality of each transformation based on
accuracy. In other words, M3GP was proposed as a wrapper-
based GP classifier [21, 23].

Symbolic regression, on the other hand, is a regression
analysis that searches for the symbolic model that best fits a
dataset. It is the most prominent application domain of GP,
requiring very little prior knowledge of how the final solu-
tion ought to look like, such as an initial structure for the
model. Instead, expressions are formed by randomly com-
bining syntactic building blocks, such as mathematical oper-
ators, functions, constants and variables. Subsequently,new
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expressions are formed by recombining previous ones, us-
ing the principles of evolutionary algorithms [13]. How-
ever, while GP is very good at constructing and modify-
ing the syntax of a model, it is not well equipped to per-
form parameter optimization in an efficient manner [29].
Syntax operations are done with standard genetic operators,
but model parameters are not directly accessible to the com-
monly used search operators. Moreover, the overwhelming
majority of GP systems generate complex non-linear mod-
els, while many scientific and engineering domains prefer to
use models that are linear in the parameters, which are easier
to analyze, interpret and tune.

This paper presents an extension of M3GP to apply it
on symbolic regression. While the M3GP acronym does not
hold for regression tasks, we decide to use the same name
for clarity and future reference. Taken with previous works,
this paper shows that M3GP can be seen as a general pur-
pose GP-based algorithm, applicable to the two most com-
mon supervised learning tasks. The proposal is a hybrid ap-
proach toward symbolic regression. Instead of using GP to
construct the solution model, we use the M3GP algorithm
to transform the problem features and, subsequently, apply
standard Multiple Linear Regression (MLR) to construct the
final model. The approach implements a sequential memetic
structure as defined in [4, 5], using Lamarckian inheritance
and two local search methods. The first local searcher prunes
the dimensionality of the models, while MLR is the second
method used for parameter fitting.

The main contributions of this work can be stated as
follows. First, M3GP is extended to construct regression
models that are linear in the parameters, which are desir-
able in many real-world domains. Second, the proposal is
a memetic approach that combines two local search meth-
ods with a GP global search, one of the few examples of
a memetic GP [29, 7]. Third, experiments show that the
method finds highly accurate models for synthetic and real-
world benchmarks. Fourth, the algorithm has the desirable
property of generating compact models, relative to other
methods. Finally, evidence is presented that the performance
of M3GP can be explained by the increase in the maximal
mutual information in the transformed feature space relative
to the original feature space.

The paper is organized as follows. Section 2 overviews
related works and the original M3GP algorithm. Section 3
presents the proposed extensions to M3GP for symbolic re-
gression. Section 4 describes the experimental study, pro-
viding the general setup and implementation details. Results
are presented and discussed in Section 5, with comparisons
to other relevant techniques. Finally, Section 6 concludesthe
paper and discusses future work.

2 Background and Previous Work

The model building strategy followed by M3GP is related to
other non-GP methods. For instance, Multivariate Adaptive
Regression Splines (MARS) [10] builds regression models
by fitting basis functions to distinct intervals of the indepen-
dent variables. Another related technique is the Fast Func-
tion Extraction (FFX) algorithm [16], a non-evolutionary
(but GP inspired) technique based on pathwise regularized
learning using a large dictionary of randomly generated ba-
sis functions. FFX builds a large library of basis functions
and uses elastic net regression to prune the final model.
The present work includes an experimental comparison with
MARS and FFX.

Other recent techniques are Kaizen Programming (KP)
[18], Multiple Regression GP (MRGP) [2] and Evolution-
ary Feature Synthesis (EFS) [3]. KP is based on a set of
principles for thecontinuous improvementin industry used
by Japanese businesses. While KP is not an evolutionary
method, it is a population-based algorithm where the entire
population is used to construct the final solution, integrating
ideas from cooperative co-evolution and GP search opera-
tors. EFS is similar to KP, but follows a more traditional
evolutionary approach, where models are also built from
multiple individuals in the population using LASSO regres-
sion. On the other hand, MRGP builds linear models where
the predictors include the output at the root node of the GP
tree, the original input variables, and all of the outputs from
the internal tree nodes. MRGP uses Least-Angle regression
(LARS) to perform both parameter fitting and feature selec-
tion. This approach, however, seems redundant since using
all of the internal nodes in a tree can be expected to produce
highly correlated predictors, which must then be filtered by
the regularized regression.

2.1 M2GP - Multidimensional Multiclass

M2GP searches for a transformation of the input feature
space, such that the transformed data is more easily clas-
sified. To achieve this, M2GP uses a tree representation that
performs a mappingk : Rp → R

d wherek is the evolved
model or tree. The root node ofk works as a container, and
each subtreeSTi stemming fromk defines a new feature di-
mension, such thati = 1, ...,d, as summarized in Figure 1.
The genetic operators used in M2GP are subtree crossover
and mutation, with the restriction that the root is never cho-
sen as the crossing or mutation point. Figure 2 shows an
example of the type of clustering produced by M2GP. The
original data, in this case in the(x1,x2,x3) space, is mapped
into a new (in this case) 3-dimensional space by a tree whose
root note has three branches, each performing the mapping
to each of the three new feature dimensions(x̂1, x̂2, x̂3).



Evolving Multidimensional Transformations for Symbolic Regression with M3GP 3

............

Root nodeInput 

Dataset

Transformed 

Dataset

Fig. 1 Special tree withd subtreesSTi , each one defining a new feature
dimension constructed with the input data.

1

×109

0.50-0.5

x1

-1-1.5
-15

-10

x2

-5

×106

0

-0.5

-1

-1.5

0.5

-2

-2.5

-3

×105

0

x
3

0-0.5-1-1.5

x̂1

-2-2.5-3
15

20

x̂2

25

160

140

200

180

220

30

x̂
3

Fig. 2 Example of a transformation produced by M2GP for a problem
with three classes. Left: original data with a low classification accuracy.
Right: transformed data, where classification achieves high accuracy.
Large circles represent the centroids of each class, and each data point
is marked by a different symbol depending on the class (dot, cross or
small circle).

Initial Population 

Evolved Population 

Fig. 3 M3GP starts with a population of one dimensional transforma-
tions and through mutation (Figure 4(b),4(c))) the search canevolve
to a multidimensional population.

A drawback of M2GP is that the number of dimensions
d is fixed at the beginning of the run using a greedy heuristic,
and the algorithm does not add or remove dimensions to the
evolved transformations during the search.

2.2 M3GP - M2GP with Multidimensional Populations

M3GP evolves a population of models that may contain
transformations with a different number of dimensions, as
shown in Figure 3. M3GP achieved state-of-the-art perfor-
mance compared to Random Forests, Random Subspaces
and Multilayer Perceptron [21]. M3GP includes special ge-
netic operators that can add or remove dimensions, and it is
assumed that selection will be sufficient to discard individ-
uals with the least useful dimensions while maintaining the
best new features within the population. The main details of
M3GP are the following.

Initial population. M3GP starts the search with a random
population where all the individuals have only one dimen-
sion, see Figure 3. This ensures that the evolutionary search

Random 

Tree

(a) Subtree mutation (b) Add dimension (c) Remove dimension

Fig. 4 Three possible mutation types in M3GP.
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(b) Crossover of dimensions

Fig. 5 Two possible crossover types in M3GP.

first evaluates simple solutions, before progressing to higher
dimensional solutions. The initial population is generated
using the Full method [13].

Mutation. During the breeding phase, whenever mutation
is the chosen genetic operator one of three variants is per-
formed with equal probability (see Figure 4): a) standard
subtree mutation, where a new randomly created tree re-
places a randomly chosen branch (excluding the root node)
of the parent; b) adding a randomly created tree as a new
branch of the root node, adding one dimension to the par-
ent tree; c) randomly removing a complete branch of the
root node, removing one dimension from the parent trans-
formation. However, when the root node of an individual has
a single branch (a transformation with a single dimension)
then the dimension deletion mutation (c) is not considered.
The intent of using the same probability for each mutation
operator was to avoid a bias towards removing or adding di-
mensions. Selective pressure during the evolutionary search
determines if the number of dimensions increases or is re-
duced. In M3GP mutation is the only way of adding and
removing dimensions1, and therefore we have increased its
probability of occurrence from 0.1 (used in M2GP [11]) to
0.5, to better explore the solution space in terms of number
of dimensions. Preliminary results have shown that this rel-
atively high mutation rate allows M3GP to produce better
training and testing performance (lower error) [21].

Crossover. Whenever crossover is chosen, one of two ac-
tions is performed with equal probability (see Figure 5): a)
standard subtree crossover, where a random node (excluding
the root node) is chosen in each of the parents and the re-
spective branches are swapped; b) swapping of dimensions,

1 Dimensions are also removed by the pruning operator, but only for
the best individual of the population.
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where a random branch of the root node is chosen in each
parent and swapped. Notice that crossover (b) is a special
case of crossover (a), this is done to encourage the search
to exchange complete features instead of focusing on only
modifying existing ones. Particularly since crossover (a)can
be seen as a form of subtree mutation given the randomness
of the crossover point.

It is notable that all genetic operators (mutations and
crossovers) in M3GP operate on a single feature dimen-
sion of the evolved transformations. This is done to induce
a smoother fitness landscape, promoting incremental vari-
ations on the evolved models, variations that only add, re-
move or modify a single feature. Since fitness depends on
all of the feature dimensions, then this will increase the lo-
cality of the genotype-phenotype mapping. This is partic-
ularly true for individuals with a large number of dimen-
sions where a single dimension will have less influence on
fitness then in smaller individuals, allowing the search to
more effectively exploit each of the visited regions of so-
lution space. Conversely, in standard GP subtree crossover
and mutation can have very large effects on fitness, inducing
a more rugged fitness landscape [20].

Pruning. The best individual in the population goes
through a pruning process at the end of each generation us-
ing a greedy local search. The pruning procedure removes a
randomly chosen dimension and reevaluates the tree. If the
fitness improves, the pruned tree replaces the original and
goes through pruning of another randomly chosen dimen-
sion (without repetition). Otherwise, the pruned tree is dis-
carded and the original tree goes through pruning of another
dimension. The procedure stops after evaluating all dimen-
sions. Pruning applied to all the population has a high com-
putational cost, so we only apply it to the best solution found
in the population at each generation. This operator defines
the first local search method used in our sequential memetic
structure [4, 5], while the second local search method is de-
scribed below.

3 M3GP for Symbolic Regression

All previous works on M2GP and M3GP have focused on
classification. This work extends M3GP to symbolic regres-
sion, which can be defined as follows. The goal is to search
for the symbolic expressionKO(θ O) : Rp→ R that best fits
a particular training setT = {(x1,y1), . . . ,(xn,yn)} of n in-
put/output pairs withxi ∈ R

p andyi ∈ R, stated as

(KO,θ O)← arg min
K∈G;θ∈Rm

f (K(xi ,θ),yi) with i = 1, . . . ,n , (1)

whereG is the solution or syntactic space defined by the
functions and terminals,f is the fitness function based on
the difference between a program’s outputK(xi ,θ) and the

desired outputyi , andθ is a particular parametrization of the
symbolic expressionK, assumingm real-valued parameters.
GP attempts to discover the model structure and parameters
that best fit the data.

On the other hand, conventional regression techniques
optimize a pre-specified model structure, for example by ap-
plying Multiple Linear Regression (MLR) to model the re-
lationship between input and output variables by fitting a
linear model to the observed dataset, as given by

yi = β0+β1xi,1+β2xi,2+ ...+βpxi,p+εi f or i = 1,2, ...n,

(2)

where theβ j are the model parameters andεi represents the
residual error for the i-th training instance. However, utiliz-
ing MLR provides poor quality solutions against state-of-
the-art algorithms (as shown in Section 5). In general, the
only way to improve the accuracy of the model is to extract
better predictive features from the original data.

This is how we use the transformationsk evolved by
M3GP to construct a new dataset{x̂i ,yi} wherex̂i = k(xi),
wherex̂i = (x̂i,1, ..., x̂i,d). Notice that the j-th element̂xi, j of
x̂i is generated by the j-th subtreeSTj of k, as depicted in
Figure 1. This new dataset is used to build an MLR model,
where model parameters(β0, . . . ,βd) are computed using
QR decomposition to solve the least squares fitting prob-
lem. This represents the second local search method of the
sequential memetic structure used in the proposed M3GP
algorithm [4, 5].

The fitness function is based on the prediction accuracy
of the MLR model for each M3GP transformation given by
the Root Mean Square Error (RMSE), thus posing a mini-
mization problem2. During testing the transformation tree
k and the model parameters(β0, . . . ,βd) are used to predict
the output on unseen data.

Other regression techniques could have been employed
instead of MLR, such as ridge regression, LARS, LASSO,
or elastic net regression. However, we choose the simplest
possible approach for the following reasons. First, classifi-
cation results with M3GP were found to be the best when
a simple linear classifier was used instead of more complex
or non-linear methods. Second, we feel that the evolutionary
process should be used to filter out non-useful features, in-
stead of relying on regularization techniques that might bias
the search in unexpected ways.

4 Experiments

The experiments evaluate M3GP based on the following cri-
teria. First, learning performance given by the RMSE on the

2 While fitness is usually expected to be maximized, in this case we
are posing a minimization problem but prefer to use the termfitnessto
match common usage in evolutionary and GP literature, another option
would be to refer to it as a cost function
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Table 1 Symbolic regression benchmarks, as suggested in [17].

No Problem Function Fitness/Test cases Function Set
1 Koza−1 x4+x3+x2+x U [−1,1,20] +,−,x,÷,sin,cos,exp, log
2 Nguyen−3 x5+x4+x3+x2+x U [−1,1,20] +,−,x,÷,sin,cos,exp, log
3 Nguyen−5 sin(x2)∗cos(x)−1 U [−1,1,20] +,−,x,÷,sin,cos,exp, log
4 Nguyen−7 ln(x+1)+ ln(x2+1) U [0,2,20] +,−,x,÷,sin,cos,exp, log
5 Nguyen−10 2sin(x)∗cos(y) U [−1,1,100] +,−,x,÷,sin,cos,exp, log
6 Kei jzer−6 Σ x

i
1
i E[1,50,1],E[1,120,1] +,x,1/X,−X,

√
X

7 Korns−12 2−2.1cos(9.8x)sin(1.3w) U [−50,50,10000] +,−,x,÷,sin,cos,exp, log,X2,X3,
√

X, tan, tanh

8 Vladislavleva−1 e−(x−1)2

1.2+(y−2.5)2
U [0.3,4,100],E[−0.2,4.2,0.1] +,−,x,÷,X2,exp,−exp

9 Pagie−1 1
1+x−4 + 1

1+y−4 E[−5,5,0.4] +,−,x,÷,sin,cos, log,XY

Division (÷) is protected as in [13].

Table 2 Symbolic regression real-world problems.

No Real-World Problem Attributes Samples
1 Concrete [28, 19] 8 1030
2 Energy Efficiency Cooling [26, 22] 8 768
3 Energy Efficiency Heating [26, 22] 8 768
4 Tower [27, 1] 25 4999
5 Yacht Hydro Dynamics [9] 6 308

Table 3 Running parameters for the GP-based algorithms.

Parameter GP GSGP neatGP* M3GP
Population size 500 200 500 500
Generations 100 7000 100 100
Initialization ramped half and half ramped half and half Full initialization Full initialization

with one dimension
Initial and Max Depth 6 and 20 6 and n/a 3 and 20 6 and 17
Prob. of Xover (Pc) and
Mutation (Pm)

Pc = 0.7, Pm = 0.3 Pc = 0.6, Pm = 0.3 Pc = 0.7,Pm = 0.3 Pc = 0.5, Pm = 0.5

Bloat control 20-depth limit n/a Speciation h=0.15 with
α = 0.5

Prunning of best in-
dividual

Selection Tournament of size
3

Tournament of size
4

best species replacement
of 50%

Lexicographic tour-
nament of size 5

Elitism Keep best individual Keep best individual Keep best species Keep best individual

* applies to both neatGP and neatGP-SC.

training data for the best model found. Second, generaliza-
tion is evaluated by the RMSE of the best model over an un-
seen test set. Third, the size of the evolved transformations,
since small and parsimonious solutions are preferred over
large and complex models [25]. In this case, we consider
two measures of size. On the one hand, model size given by
the number of tree nodes3. On the other hand, the number of
new feature dimensionsd in the evolved transformations.

The first two criteria are fairly common in machine
learning tasks. Obviously, a good learning algorithm should
fit the training data as best as possible, without failing to
generalize on test data. However, the third criterion is more
important for GP-based methods that explicitly generate
symbolic expressions that are amenable to human interpreta-
tion. Smaller models are preferred over larger models if their
predictive accuracy is equivalent. This is particularly impor-
tant for the M3GP approach since experts in many domains
of science and engineering prefer models that are linear in
the parameters, which are easier to analyze and interpret.

3 In this work the evolved transformations are not simplified, so the
reported size of the models is calculated based on how they were pro-
duced by the M3GP search.

Since M3GP starts from simple one-dimensional transfor-
mations, we also investigate how the search evolves relative
to the number of feature dimensions.

As the results will show, M3GP exhibits the ability
to learn transformations that generalize to unseen test in-
stances, while producing relatively parsimonious solutions.
To better understand how M3GP reaches this level of per-
formance, another evaluation criterion is included in the ex-
perimental analysis. A normalized version of mutual infor-
mation for the continuous case [12] is used to measure the
functional dependency between an input featureX and the
expected outputY. Let (X,Y) be a normally distributed ran-
dom vector with Pearson’s correlation coefficientρ . The
mutual information is calculated byI(X;Y) =−1/2log(1−
ρ2). Then we can define a normalized version of mutual in-
formation [12] as

I∗c (X;Y) :=
√

1−exp[−2I(X;Y))] (3)

The values ofI∗c (X;Y) are in the range of[0,1] (closer to 1
is consider functionally dependent) and are equal to|ρ | if
(X,Y) is normally distributed with correlation coefficientρ .
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In our analysis, we consider the original feature(x) and
the transformed feature(x̂) that exhibit the highest mutual
information relative to the target variabley, to compare the
data before and after the transformation applied by M3GP.
The hypothesis is that the maximal mutual information of
the transformed features will increase relative to that of the
original input features, which is evaluated experimentally.

To measure the above performance criteria, we perform
two groups of experiments: (1) synthetic symbolic regres-
sion benchmarks and (2) real-world problems. For the for-
mer group, we compare M3GP with other standard GP-
based approaches. On the other hand, the latter group of
experiments, with more difficult problems, are used to com-
pare M3GP with more advanced GP techniques and other
non-GP methods. In both groups we include a linear model
generated with MLR, to illustrate the importance of the data
transformation evolved by M3GP, which also relies on MLR
but applies it to the transformed feature space instead of the
original problem features.

4.1 Synthetic Benchmark Problems

We evaluate the proposed approach using nine synthetic re-
gression benchmarks, described in [17] and summarized in
Table 1. For comparison, we use several other GP algo-
rithms, namely: Standard tree-based GP [13]; neatGP [25],
a bloat free GP that uses topological speciation and fitness
sharing to protect novel topologies and promote incremen-
tal evolution; neatGP-SC [25] a variant of neatGP that uses
standard crossover. neatGP is included in the comparisons
since it controls code growth effectively, allowing us to eval-
uate the ability of M3GP to generate compact models.

4.2 Real-World Problems

We use five real-world regression problems, summarized
in Table 2. These problems represent challenging model-
ing tasks from various domains that continue to receive in-
terest in recent literature, as summarized by the references
provided in Table 2. In this case, we compare M3GP with
a variety of approaches. The first group of methods con-
sists of linear regression algorithms, namely: Robust Re-
gression, Quadratic Regression and Linear regression with
MLR. The second group includes two state-of-the-art algo-
rithms, namely: (1) MARS [10]; (2) the FFX algorithm [16];
and (3) Geometric Semantic GP (GSGP) [20]. GSGP uses
search operators that induce a unimodal fitness landscape by
explicitly considering and bounding the effect that the oper-
ators have on program output (what is often referred to as
semantics). This last method is included since it is consid-
ered as a state-of-the-art GP approach for regression.

4.3 Implementation and Experimental Setup

For neatGP4, neatGP-SC and M3GP implementations using
GPLAB were used, an open source GP toolbox for Matlab5.
During evaluation, an error threshold is set to(e−5), in such
a way that after that threshold (only reached on synthetic
problems) is reached, two solutions below the threshold are
considered to be equivalent. This is important for the se-
lection mechanism used, which is Lexicographic Parsimony
Pressure [14]. In this method, when comparing equivalent
solutions the smallest one is preferred.

For the synthetic benchmarks, Table 1 specifies the func-
tion set used on each problem as suggested in [17], while for
the real-world problems the function set used is specified in
Table 2. For the GP based methods, all other parameters are
set as in Table 3, for specific configuration details see [21].
While we do not perform explicit parameter tuning of the
algorithms, recent work has shown that in general GP is ex-
tremely robust to parameter initialization [24], and a series
of informal tests confirm the same for M3GP. For all other
methods, we used the parameters suggested in: [15] for GP;
[6] for GSGP; and [25] for neatGP.

For the real-world problems, the terminal set con-
tains the input variables and Ephemeral Random Constants
(ERC) in the range[0,1], except for GSGP [6]. The Matlab
implementations of Robust, Quadratic and Linear regression
were used. For MARS6, FFX7 [16] and GSGP8 [6] the algo-
rithms were used considering the default library settings as
recommended by the original authors. For each of the origi-
nal datasets we have constructed 30 different randomly gen-
erated partitions, with a training and test data ratio of 70:30,
each used in 30 independent runs.

4.4 Comments on complexity

In this work, the issue of algorithm complexity and run-time
is not studied. Indeed, for GP it is notoriously difficult to
provide bounds on algorithm complexity. Recent works have
been able to study GP complexity and provide tighter theo-
retical bounds than previous results. However, the resultsare
based on overly simplified theoretical problems [8], that do
not provide a realistic depiction of the types of problems
studied in state-of-the-art symbolic regression. For now,it
is important to state that M3GP is basically a tree-based GP
algorithm, making the efficiency and execution time compa-
rable to any other tree-based approach. The only additional
cost incurred by the M3GP search is the MLR applied to
the new feature space, which as stated above is done with

4 http://www.tree-lab.org
5 http://gplab.sourceforge.net
6 http://www.cs.rtu.lv/jekabsons/
7 http://trent.st/ffx/
8 http://gsgp.sourceforge.net/
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QR decomposition instead of the more expensive SVD de-
composition. The time complexity of QR decomposition de-
pends on the algorithm used, but is in the order ofO(mn2),
where in our casem is the number of data points in the
training set andn is the number of new feature dimensions.
As will be seen,n will be problem dependent but relatively
small, below 10 on most synthetic problems and below 50
on real-world problems.

5 Results

This section is divided into two parts. First we summarize
the results on the synthetic benchmarks. Afterward, we sum-
marize the results on the real-world problems. In each case,
results are organized using the same structure: First, perfor-
mance in terms of training and testing RMSE; second, per-
formance in terms of model size and dimensionality; and
third, mutual information analysis of the original features
and the transformed features.

5.1 Statistical comparisons

Statistical comparisons are done with a 1xN formulation,
where a single control method (M3GP) is compared with
N algorithms. The Friedman test and the Bonferroni-Dunn
correction of thep-values are used for each comparison. In
all tests, the null hypothesis (that the medians of two groups
are equal) is rejected at theα = 0.01 significance level.

5.2 Synthetic Benchmarks

5.2.1 Training and Testing RMSE

Figure 6 presents boxplot comparisons of training and test-
ing fitness (RMSE) of each GP variant (GP [13], neatGP
[25], neatGP-SC [25] and M3GP) and MLR. These plots
show the minimum, first quartile, median, third quartile,
and maximum values over all thirty runs of each algorithm.
M3GP achieves the best overall performance, and since
MLR by itself exhibits the worst performance, it is clear that
the transformations evolved by M3GP are quite powerful.
The statistical comparisons are presented in Table 4 and Ta-
ble 5, where a (*) indicates that the null hypothesis cannot be
rejected. M3GP achieves good training performance, with
the median error at or very close to zero. The exception is
Korns-12, but M3GP still exhibits competitive performance
relative to other GP variants.

In the case of testing performance, the median error val-
ues are also very close to zero, showing no effects of overfit-
ting and very small variance. The only exceptions are Korns-
12 and Vladislavleva-1. In the case of Korns-12 neatGP ob-
tained the best result, with M3GP performing only 4% worse

in terms of median performance. Nonetheless, it is evident
that M3GP has difficulty with this problem, given the large
variance in testing performance. The Korns-12 function (see
Table 1) shows that it is non-linear with respect to some of its
parameters. This explains why M3GP has more difficulty fit-
ting this problem, since M3GP is intended to produce mod-
els that are linear in the parameters.

The worst testing result appears on Vladislavleva-1,
where M3GP produces a high error and variance. The reason
was found to be the use ofexpand−expin the function set.
Changing the function set to{+,−,x,÷,sin,cos, log} pro-
duced a median training RMSE of 0.002 and 1.23 for test-
ing. Reducing the generations to 25 (from 100) produced a
median training error of 0.02 and a testing error of 0.12, sub-
stantially reducing overfitting. These results are better than
applying MLR on the original data, and similar to neatGP.
This suggests that the function sets used in GP are method-
dependent, since GP, neat-GP and neat-GP-SC did not over-
fit with the original function set.

5.2.2 Evolution of size and dimensions

The solutions evolved by M3GP are not large, as seen in Fig-
ure 7 which shows a boxplot comparison of the total num-
ber of nodes in the best solution found by each method9.
M3GP generates models with a relatively small number of
nodes, which are close in size to the solutions obtained by
the bloat-free methods taken into account. The only ex-
ceptions are Nguyen-10 (with the high variance), Korns-12
and Vladislavleva-1, where the median number of nodes is
higher than for other GP variants. Given that on the lat-
ter two problems M3GP exhibited its worst testing perfor-
mance, this might provide a useful indicator of when the
M3GP search is struggling to find a general model.

The dimensionality of the best solution found by M3GP
is shown in Figure 8. The complexity of the models depends
on the characteristics of the problem. On the large majority
of problems the variance is low, while the median number of
dimensions is less than 10. However, on the two problems
where M3GP exhibits a worse performance (Korns-12 and
Vladislavleva-1 with the function set in Table 1), the algo-
rithm increases the number of dimensions and shows higher
variability across runs. This information could also be used
to stop the search and prevent overfitting, a study left as fu-
ture work.

If we take a closer look at how the number of dimen-
sions evolves across generations, we observe three different
behaviors. First, on problems Nguyen-3, Nguyen-7, Keijzer-
6 and Pagie-1 the number of dimensions exhibits a stable
distribution across all generations after reaching the error
threshold (e−5). In the first row of Figure 9 we present a

9 We do not consider MLR in the size comparisons, since it is always
the same based on the number of problem features
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Fig. 6 Training and testing RMSE on each synthetic benchmark.

Table 4 Comparison of the median training RMSE for synthetic benchmarks. Bold values indicate the best solution (lowest error) overall, with all
tests rejecting the null hypothesis (medians are the same vs M3GP)at theα = 0.01 significance level. The correctedp-values of the Friedman test
are shown on the right of each column.

Benchmarks GP|pvalue neatGP|pvalue neatGP−SC|pvalue M3GP MLR|pvalue

Koza-1 0.0049|8.8−5 0.0313|1.3−6 0.0000|6.3−3 0.0000 1.0540|1.7−7

Nguyen-3 0.0029|1.8−5 0.0313|1.7−7 0.0000|1.2−3 0.0000 0.5864|1.7−7

Nguyen-5 0.0024|1.7−7 0.0050|4.8−7 0.0011|1.7−7 0.0000 0.1624|1.7−7

Nguyen-7 0.0054|1.7−7 0.0222|1.7−7 0.0036|1.7−7 0.0000 0.0262|1.7−7

Nguyen-10 0.0218|1.3−6 0.0026|4.3−4 0.0000|1.2−3 0.0000 0.1457|1.7−7

Keijzer-6 0.0403|1.7−7 0.0942|1.7−7 0.0364|1.7−7 0.0000 0.3173|1.7−7

Korns-12 1.0477|1.7−7 1.0477|1.7−7 1.0529|1.7−7 1.0409 1.0540|1.7−7

Vladislavleva-1 0.0675|1.7−7 0.0978|1.7−7 0.0783|2.9−7 0.0022 0.1307|1.7−7

Pagie-1 0.0692|1.7−7 0.1499|1.7−7 0.0692|1.7−7 0.0000 0.6777|1.7−7

snapshot of the dimensionality of the transformations and
fitness of the best solution (× mark on the inset plot) at dif-
ferent generations during the M3GP search on the Nguyen-7
problem (similar results were seen on the other problems).
The figure presents a frequency histogram of the number of
dimensions of each transformation in the population when
a perfect fitness (at or below thee−5 threshold) is reached,

and the same at 75 and 150 generations for a single illus-
trative run10. On these problems the number of dimensions
used in the population stabilizes early in the run and does
not change much over time. The plots also show the number

10 This behavior was consistently shown in all runs, but a single run
is presented in these plots for a simpler visualization.
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Fig. 7 Size of the best solution found on each synthetic benchmark.

Table 5 Comparison of the median testing RMSE for synthetic benchmarks. Bold values indicates the best solution (lowest error) overall andan
asterisk (*) indicates that the null hypothesis (medians are thesame vs M3GP) cannot be rejected at theα = 0.01 significance level. The corrected
p-values of the Friedman test are shown on the right of each column.

Benchmarks GP|pvalue neatGP|pvalue neatGP−SC|pvalue M3GP MLR|pvalue

Koza-1 ∗0.024|1.000 0.0780|2.3−4 ∗0.000|0.200 0.0000 1.0566|1.7−7

Nguyen-3 ∗0.013|0.100 0.0576|1.7−7 ∗0.000|1.800 0.0001 0.6617|1.7−7

Nguyen-5 0.0073|1.7−7 0.0065|8.2−6 0.0017|1.7−7 0.0000 0.1624|1.7−7

Nguyen-7 0.0154|1.7−7 0.0253|1.7−7 0.0052|1.7−7 0.0001 0.0280|1.7−7

Nguyen-10 0.0285|2.3−4 ∗0.002|4.000 ∗0.000|1.800 0.0000 0.1576|1.7−7

Keijzer-6 0.2326|1.7−7 0.2855|1.7−7 0.1681|1.7−7 0.0004 1.4855|1.7−7

Korns-12 1.0546|1.7−7 1.0542|4.7−5 1.0585|4.7−5 1.0960 ∗1.056|1.800

Vladislavleva-1 0.0657|1.7−7 0.1202|1.7−7 0.0919|1.2−6 52.6799 0.1802|1.7−7

Pagie-1 ∗0.069|1.3−2 0.1499|1.0−3 ∗0.069|0.100 0.0000 0.6777|1.0−3

of dimensions of the best solution found so far (∗mark). By
the end of the run the population surrounds this point.

For the second behavior a similar analysis has been
performed, shown in the second row of Figure 9 for the
Nguyen-10 problem. In this case, the number of dimensions
increases at the beginning of the run, until the error thresh-
old is reached by a particular solution (the left most plot).
After this point the distribution of dimensions begins to pro-
gressively decrease (simplifying existing solutions), follow-
ing the best solution in the population (∗mark). This behav-
ior is mostly attributed to the mutation operator that elimi-
nates dimensions working in conjunction with the Lexico-
graphic Parsimony Pressure [14] applied in the tournament
selection. This behavior shows a nice ability of M3GP to
automatically reduce the size of the evolved transformations
without requiring an explicit penalty term in the fitness func-
tion, on the Nguyen-10, Koza-1 and Nguyen-5 problems.
While M3GP showed the best performance on these prob-
lems, neatGP-SC produced almost equivalent performance
on both training and testing accuracy. This is an important
correlation, since neatGP is a bloat control GP method that
tends to favor smaller solutions, which is consistent with the
tendency of M3GP to reduce the number of dimensions used
by the evolved transformations.

The third behavior appeared on Korns-12 and
Vladislavleva-1, presented in the last row of Figure 9
for the latter. On these problems M3GP shows a clear
tendency towards increasing the dimensionality of the
evolved solutions over the entire run. Interestingly, on
these problems M3GP does not achieve the best testing
performance, clearly indicating the presence of bloat since
the increase in dimensions did not improve performance.

Finally, Figure 10 shows the average frequency his-
tograms of the evolved populations at the end of the run for
each benchmark. The plots show that the populations con-
verge to a unimodal distribution, with bimodal distributions
appearing on Korns-12 and Vladislavleva-1. Once again, the
atypical behavior is exhibited on the problems where M3GP
struggles to generalize. Nonetheless, M3GP evolves popu-
lations that show a unimodal distribution centered around
the dimensionality of the best solutions found, with decreas-
ing tails. Some works have previously recommended that
similar distributions should be explicitly enforced during a
GP-based search to control code growth [25]. Hence, the ob-
served behavior can explain the ability of M3GP to evolve
compact models.
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Fig. 9 Frequency histogram of the number of dimensions of each transformation in the population when the error threshold (e−5) is reached, and
how these progress in subsequent generations (shown in the caption of the plots after the problem name). The∗ mark represents the number of
dimensions of the best solution and on the inset plot the× mark represents the fitness of the best solution. First row shows Nguyen-7, second row
shows Nguyen-10 and the third row shows Vladislavleva-1.

5.2.3 Mutual information analysis

The mutual information analysis for the training and test-
ing partitions is summarized in Figure 11. The plots show
improvement of the maximal mutual information, before
(raw) and after the M3GP transformation. In all cases M3GP
increases the maximal mutual information. While the en-
hancement varies for each problem, even the smaller im-
provements can make a difference, based on the perfor-
mance difference observed between M3GP and MLR on
most problems. However, notice that the increase in mutual
information is not necessarily proportional to the improve-
ment in predictive accuracy.

5.3 Real-world problems

5.3.1 Training and Testing RMSE

Figure 12 and Figure 13 present boxplot comparisons of
RMSE (fitness) between the different regression methods:
Robust, Quadratic, MLR, MARS, FFX, GSGP and M3GP.
The statistical analysis is presented in Table 6 and Table 7,
where a (*) indicates that the null hypothesis of the Fried-
man test cannot be rejected at theα = 0.01 significance
level. On these problems, M3GP obtained the best perfor-
mance (lowest median error) on 4 of 5 problems in terms of
training, and on 3 of 5 problems for testing.

The Tower dataset is the only problem where M3GP did
not achieve the best training performance, where Quadratic
regression obtained the best result. For this reason the same
M3GP was run with quadratic regression instead of MLR on
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this problem. M3GP now obtains a median training RMSE
of 13.38, outperforming quadratic regression. However, the
median testing RMSE is 25.85, which is higher than M3GP
with MLR, pushing the algorithm to overfit the data.

In terms of testing performance, M3GP and FFX obtain
the best results with no statistical difference on two prob-
lems (Energy Efficiency Heating and Yacht Hydro Dynam-
ics), FFX obtains the best result with statistical significance
on Tower and Concrete, and M3GP obtains the best result
with statistical significance on the Energy Efficiency Cool-
ing problem.

5.3.2 Evolution of size and dimensions

M3GP, MARS and FFX are similar in the sense that they
build linear models using a transformed feature space. A
comparison between the best model found by each algo-
rithm is reported in Figure 14 for size and Figure 15 for
the number of new feature dimensions in the model, also
referred to as basis functions. Table 8 and Table 9 present
a numerical comparison, with MARS achieving the small-
est size and fewer dimensions for all problems. However,
MARS has worse results in terms of RMSE. FFX produces
the largest solutions in terms of total dimensions and size,
which reduces the possibility of interpreting the models. On
the other hand, M3GP produces significantly smaller solu-
tions (size and dimensions) with respect to FFX. This differ-
ence is substantial in all problems. This is noteworthy since
M3GP performs competitively in terms of testing and train-
ing RMSE. In other words, M3GP exhibits a useful compro-
mise between quality and interpretability.

Figure 16 shows the average frequency histograms of the
evolved populations at the end of the run. The histograms
show unimodal distributions, except on Yacht, with a ten-
dency towards increasing the dimensionality of the evolved
solutions. Nonetheless, solutions are still more parsimo-
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Fig. 10 Average frequency histograms of the number of dimensions of
each transformation in the population at the end of the run, computed
over 30 runs. The∗ mark represents the median of dimensions.

nious compared to FFX, the only method with comparable
performance.

5.3.3 Mutual information analysis

These results are summarized in Figure 17, which shows
that the data transformation was able to increase the max-
imal mutual information. The total increase, however, is not
proportional to the predictive accuracy of the model, as was
noticed on the synthetic problems. For instance, on the En-
ergy Efficiency problems there is only a small improvement
in mutual information while the difference in testing per-
formance between MLR and M3GP is almost double. Con-
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Table 6 Comparison of the median training RMSE for real-world problems. Bold values indicate the best solution (lowest error) overall and an
asterisk (*) indicates that the null hypothesis (medians are thesame vs M3GP) cannot be rejected at theα = 0.01 significance level. The corrected
p-values of the Friedman test are shown on the right of each column.

Problem Robust|pvalue Quadratic|pvalue MLR|pvalue MARS|pvalue FFX|pvalue GSGP|pvalue M3GP
Concrete 9.8205|2.5−7 7.2966|2.5−7 10.281|2.5−7 6.0583|2.5−7 ∗5.333|0.100 10.051|2.5−7 5.0500
EE Cool 2.5549|2.5−7 1.6061|2.5−7 3.2011|2.5−7 1.8352|2.5−7 1.5586|2.5−7 1.4893|1.9−6 1.2493
EE Heat 2.2326|2.5−7 0.7620|2.5−7 2.9680|2.5−7 1.3465|2.5−7 ∗0.449|6.0−2 0.4769|2.5−7 0.4396
Tower 23.445|2.5−7 15.471|2.5−7 29.982|2.5−7 20.442|2.5−7 17.348|2.5−7 48.545|2.5−7 19.7432
Yacht 4.1364|2.5−7 4.0622|2.5−7 8.8021|2.5−7 1.3363|2.5−7 0.6803|2.5−7 14.854|2.5−7 0.3126

Table 7 Comparison of the median testing RMSE for real-world problems. Bold values indicate the best solution (lowest error) overall and an
asterisk (*) indicates that the null hypothesis (medians are thesame vs M3GP) cannot be rejected at theα = 0.01 significance level. The corrected
p-values of the Friedman test are shown on the right of each column.

Problem Robust|pvalue Quadratic|pvalue MLR|pvalue MARS|pvalue FFX|pvalue GSGP|pvalue M3GP
Concrete ∗11.03|1.600 ∗7.803|4.200 ∗10.36|2.700 ∗6.757|6.000 5.9557|7.0−5 ∗12.35|6.3−2 6.9484
EE Cool 3.3885|2.5−7 1.6986|2.5−7 3.2140|2.5−7 1.9130|2.5−7 1.6632|1.9−6 1.8177|1.9−6 1.5036
EE Heat 3.2180|2.5−7 0.6857|1.9−6 2.8674|2.5−7 1.3461|1.9−6 ∗0.435|6.3−2 0.6932|1.9−6 0.4209
Tower 31.344|1.9−6 32.640|1.9−6 28.986|1.9−6 23.094|1.9−6 20.787|1.9−6 48.984|1.9−6 22.0553
Yacht 14.186|2.5−7 4.8258|2.5−7 9.5063|2.5−7 1.7032|2.5−7 ∗0.909|6.3−2 16.528|2.5−7 0.7206

Table 8 Median size of symbolic expressions for M3GP, MARS and FFX. Bold values indicate the best solution overall and an asterisk (*)
indicates that the null hypothesis (medians are the same vs M3GP)cannot be rejected at theα = 0.01 significance level. The correctedp-values of
the Friedman test are shown on the right of each column.

Algorithm Concrete EE Cool EE Heat Tower Yacht
M3GP 450 342 399 354 955
MARS|pvalue 118|8.6−8 90.0|8.6−8 98.0|8.6−8 ∗306|0.100 74.0|8.6−8

FFXvalue 749|1.1−4 700|6.3−7 1839|8.6−8 2268|8.6−8 628|5.2−4

versely, on the Concrete problem the maximal mutual infor-
mation doubles (Figure 17) while the relative difference in
RMSE between M3GP and MLR is smaller (Figure 12).

6 Conclusions

This paper presents the M3GP algorithm for symbolic re-
gression, an approach to evolve multidimensional data trans-
formations for supervised learning tasks. Experimental re-
sults show that M3GP is effective at finding accurate mod-
els. Moreover, the method compares favorably with other
learning techniques, including GP-based methods (such as
neat-GP and GSGP) and non-evolutionary approaches (such
as FFX and MARS).

Therefore, in problem domains where the goal is to find
models that are linear in the parameters, M3GP can effec-
tively be used to evolve multidimensional transformations
that enhance the predictive capabilities of the original prob-
lem features. Results show that M3GP is able to evolve
new problem features that increase the mutual information
of the predictive variables with respect to the desired out-
put. In many cases this increase is substantial, explaining
the predictive accuracy exhibited by the models produced

by M3GP. Focusing on the real-world problems, it is clear
that M3GP can produce highly accurate models (relative to
FFX, MARS and GSGP), that are one order of magnitude
smaller (in terms of dimensions and number of total oper-
ations) than those found by the most competitive method
(FFX). However, when M3GP models are larger than those
generated with standard GP, for instance, it seems reason-
able to assume that the evolved models might not general-
ize. In summary, when compact and accurate linear models
are sought, M3GP has been shown to be a useful modeling
method based on a comprehensive experimental evaluation
on synthetic and real-world datasets.

Future work will consider the following. The proposed
M3GP algorithm presents a semantic memetic structure with
two local search methods, namely the dimensional pruning
mechanism and MLR to fit model parameters. However, the
approach could be enhanced by adopting the use of par-
allel memetic structures [4, 5]. For instance, the algorithm
could employ several parameter estimation algorithms, such
as LARS, LASSO, stochastic gradient descent or gradient-
free methods such as CMA-ES or Differential Evolution.
Moreover, other dimensionality reduction techniques could
be integrated besides the pruning heuristic, such as PCA or
kernel PCA.



Evolving Multidimensional Transformations for Symbolic Regression with M3GP 13

Table 9 Median number of dimensions (basis functions) for M3GP, MARS and FFX. Bold values indicate the best solution overall and an asterisk
(*) indicates that the null hypothesis (medians are the same vs M3GP) cannot be rejected at theα = 0.01 significance level. The correctedp-values
of the Friedman test are shown on the right of each column.

Algorithm Concrete EE Cool EE Heat Tower Yacht
M3GP 35 31 34 38 29
MARS|pvalue 14.5|8.6−8 11.0|8.6−8 12.0|8.6−8 ∗38.0|2.000 12.0|8.6−8

FFX|pvalue 99.0|8.6−8 64.5|8.6−8 168|8.6−8 244.5|8.6−8 52.5|8.6−8
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Fig. 11 The maximal normalized mutual information computed over
the training and testing partitions on the synthetic benchmarks. Raw
represents the original data, and M3GP represents the transformed
data.
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